
 
Unbiasing Checklists for Managers | Performance Decisions and Conversations 

 Promotion | Performance Review Conversation | Calibration 
 
At key decision points, like when to promote someone, it’s critical to recognize and address how potential 
biases can influence the decision making process. For more information about cognitive biases, check out 
go/ubcheatsheet. In the meantime, here are a few steps you can take to begin #unbiasing. 
 

 Unbiasing Checklist for Promo Decisions 

PROMO NOMINATIONS  Biases Targeted 

Define what success looks like at a particular level and don't allow 
extraneous data points (e.g., time in role) affect the decision  Stereotype Bias 

Consider the whole bench of talent and narrow it down from there  Availability Bias 

Consider concrete/behavioral examples throughout current level/role to 
narrow the pool 

Recency, Horns & Halos, 
Availability Bias 

BEFORE PROMO   

Write down your own evaluation of employees before promotion committee  Anchoring Bias 

Restate success criteria (e.g., what's expected of an "L5" for that particular 
role)  Stereotype-based Biases 

DURING PROMO   

Consider concrete/behavioral examples for current level/role 
Recency, Horns & Halos, 

Availability Bias 

Consider situational factors (in the workplace) that affected performance 
(e.g., lacked resources) 

Fundamental Attribution 
Error 

Consider if promo decision would change if Googler was in a different social 
group  Stereotype Biases 

Play devil's advocate when there are no significantly different perspectives 
raised  Anchoring & Agreement Bias 

Play devil's advocate for Googlers you are invested in 
Leniency Error, Self-serving, 

& Similar-to-me Bias 

Consider the benefits of complementary and supplementary skill sets (e.g., 
the benefits of being different)  Self-serving Bias 

 
 

 Unbiasing Checklists for Manager Review Preparation 

ACTION  Bias Targeted 

Communicate the performance expectations for Googler in that role & level.  Stereotype-based Biases 

http://go/ubcheatsheet


Make sure cited feedback and examples come from the entire assessment 
period  Recency Bias 

Discuss important work that may not have been visible  Availability Bias 

Differentiate between situational factors (in the workplace) and personal 
factors that affected performance 

Fundamental Attribution 
Error 

Use multiple concrete, behavioral examples from reviewers to support BOTH 
strengths and development areas 

Leniency Error 

Self-serving Bias 

Similar-to-me Bias 

Horns & Halos 

Imagine your direct report in a different social group and ask yourself 
whether your feedback would be the same.  Stereotype-based Biases 

 
 
 

 Unbiasing Calibration Checklist 

BEFORE CALIBRATION  Bias Targeted 

Write down your own ratings of all employees b/f calibration  Anchoring Bias 

Agree on success criteria (e.g., decide what an "exceeds expectations" is)  Stereotype-based Biases 

DURING CALIBRATION  Bias Targeted 

Consider concrete/behavioral examples throughout the rating period 

Recency Bias 

Horns & Halos 

Availability Bias 

Consider situational factors (in the workplace) that affected performance 
(e.g., lacked resources) 

Fundamental Attribution 
Error 

Consider if rating would change if Googler was in different social group  Stereotype-based Biases 

Play devil's advocate when there are no significantly different perspectives 
raised 

Anchoring Bias 

Agreement Bias 

Play devil's advocate for Googlers you are invested in 

Leniency Error 

Self-serving Bias 

Similar-to-me Bias 
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Fairness
Peter Brandt (pbrandt@)



ML Fairness is a major product issue

https://www.technologyreview.com/s/608986/forget-killer-robotsbias-is-the-real-ai-danger/

https://www.technologyreview.com/s/608986/forget-killer-robotsbias-is-the-real-ai-danger/


Some recent headlines...



What do we mean by ML Fairness?

Policy definition

“algorithmic unfairness” means unjust or prejudicial treatment of people that is related to sensitive 
characteristics such as race, income, sexual orientation, or gender, through algorithmic systems or 
algorithmically aided decision-making -- go/algorithmic-unfairness-definition

http://go/algorithmic-unfairness-definition


What do we mean by ML Fairness?

Technical definitions 

Demographic parity -- predictions must be uncorrelated with the sensitive attribute

Equal opportunity -- individuals who qualify for a desirable outcome should have an equal chance of 
being correctly classified for this outcome

See go/eosl-paper for more

http://go/eosl-paper


Product use cases which may raise concerns

● Content moderation and filtering

● Personalization and ads targeting

● Image model use cases involving people

● Text model use cases involving web or user-generated content



What are we doing for ML Fairness?

There is a ton of work going on across the company! go/ml-fairness has an 
overview.

http://go/ml-fairness


What are we doing for ML Fairness?

1) “Vanguard project” collaborations with product teams

2) Creating internal docs, tools, and policy/legal guidance

3) Establishing a design and launch review process



YouTube Clickbait Vanguard

ML Fairness Concern
● Clickbait classifier had higher False Positive Rate (FPR) for a protected group

Outcomes / Impact
● Launched new Clickbait classifier in collaboration with SIR+MLX!

● FPR for Clickbait classifier improved by ~40% in instant prod and by ~70% in stable prod for 
sensitive content1.

Learnings
● Modeling technique: First real-world demonstration of adversarial multi-task learning2 - able 

to significantly reduce FPR for a protected group within a content filter. Colab created and is 
available to product teams (go/ml-fairness-colabs).

● Fairness measures: First time Equality of Opportunity3 has been applied to a Google product. 
FPR/FNR trade-offs are real and will be product-dependent.

● Data labelling: Training/Evaluation relied on obtaining labels for sensitive content; 
underscores need for labels for similar analysis.

1. Launch documentation for Clickbait Fairness Model
2. Data Decisions and Theoretical Implications when Adversarially Learning Fair Representations
3. Equality of Opportunity in Supervised Learning (Hardt et. al, 2016) defines “Equality of Opportunity” as P(Ŷ=1|Y=1,Z=0) = P(Ŷ=1|Y=1,Z=1) 

Adversarial multi-task model 
architecture2

http://go/ml-fairness-colabs
https://docs.google.com/document/d/1OgTK2f8hCxvd_PCqjINCpIjRksncm1fxPZb1k0Dpdmw/edit?ts=59aed068#
http://go/alfr-paper
https://drive.google.com/file/d/0B-wQVEjH9yuhanpyQjUwQS1JOTQ/view


Mobile Vision/FaceNet Vanguard

ML Fairness Concern

● FaceNet performance varies across race and gender subgroups

Outcomes / Impact

● “UHS Diversity Classifier” built on FaceNet provides possibility of measuring unfairness 
quantitatively across race and gender subgroups.1  

● Face attribute detection “smiling” improved by inferring race and gender2 demonstrates 
importance of sensitive category inference for downstream fairness.

● Discovering known and new race/gender subgroups by leveraging small amounts of labeled 
data promising in initial tests.3

Learnings

● Data: Aggregating input for synthetic user generation can help mitigate privacy and legal 
concerns.

● Accuracy: Inferring sensitive subgroups can improve performance on downstream 
subgroup-dependent task.

● Modeling technique:  Nearest neighbors for face images from two different subgroups can 
aid discovery of new subgroups.

races {1, 2, 3} = {.45 .35 .20}

55% “smiling” p < .05

aggregate
1.  Accuracy: 91% for 4 races, 98% for gender.
2. +1.5% accuracy overall, more equal performance across subgroups with simple baselines.
3.  Cosine k-means clustering with <500 initial labeled images per subgroup (2 genders, 5 races) resulted in 
75-95% accuracy range across known subgroups, and qualitatively reasonable new subgroups.



Conversation AI Vanguard

ML Fairness Concern
● Skewed representation of targeted groups in training data on harassment, leading to 

unintended bias

Outcomes / Impact (still work-in-progress)
● New Pinned AUC evaluation metric and bias mitigation via strategic data addition (to be 

published in upcoming paper)

● Significant reduction in bias using data collected from external demo (users try to “game the 
system”, thereby entering the adversarial data we need)

● Launch planned for Perspective API demo on Crowdsource app in December

● Initial study on Crowdflower annotator bias shows no difference between ratings across 
annotator demographic

● Experiments with crowdsourcing identity labels on text

Learnings
● Crowdsourcing: Demonstrated the efficacy of demos and crowdsourcing techniques for 

adversarial testing and rich data generation

● Evaluation: Invented new techniques and tools for measuring bias in text classification 
model

Adversarial testing in Crowdsource App

http://go/fairness-text-classification
http://go/perspective-debiasing
http://go/perspective-demo-bias-mitigation
http://www.perspectiveapi.com
https://docs.google.com/a/google.com/document/d/1TKcdc0ApPnRiKpXMqXmeJ-xtdlvZxza_kBcXTtWmo_c/edit?usp=sharing
http://go/fairness-text-classification


Internal docs, tools, and policy/legal guidance

ML Fairness site with links to tons of resources -- go/ml-fairness

ML Fairness technical resources -- go/ml-fairness-tech

ML Fairness design doc -- go/ml-fairness-dd

ML Fairness Playbook with product, data, model, and incident response 
guidance (coming soon!)

http://go/ml-fairness
http://go/ml-fairness-tech


Design and launch review process

Deeper Collaboration
with ML Fairness team as 

necessary e.g. Tech 
Working Group, ProFair

ML Fairness Design Doc 
completed by product team

ML Fairness Playbook
used as comprehensive 
source for ML Fairness 
resources and guidance

Design Review
with Fairness 

Working Group

Initial Consultation 
with ML Fairness 
experts (Office 

Hours)

Entry Points
for new & existing products:
• EngEDU
• Privacy/legal review
• MLX office hours
• Internal comms
• go/ml-fairness

Launch 
Approval 

(TBD)



Help Google build inclusive ML products

Reach out at ml-fairness-questions@. Engage with us early in the process!

Sign up to be a Vanguard project. We will help you leverage resources in 
Research and other PAs to build a solid plan.
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Human Sensing
David Karam (dkaram@) 



Understand people, their emotions, 
appearance and actions in images and videos. 

On-device and in real-time.



Summarization / Curation AR & VR / Gaming UXR / Content Engagement

Assistant Vision & Personality Customer SupportMedicine / Mental Health

SurveillanceRoboticsAutomotive

Integrations and Partners
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Detection

Description

Recognition

Geometry

Fairness

There are people here.
 
This is their location in 
the frame.



Face SDK
One stop shop
go/facesdk
developers.google.com/vision
jiayong@
hadam@

The Face SDK contains dedicated components for 
face related visual sensing. This includes detection, 
tracking, classification and recognition. This 
software provides the functional basis for a broad 
spectrum of applications, services and engines 
covering photo-management, image and video 
content analysis, automatic image labeling/ 
annotation, search, authentication and much more.

The Face SDK is integrated into GMSCore and 
available through the Mobile Vision API. It is also 
what currently powers our Cloud Vision API.

http://go/facesdk
http://developers.google.com/vision


Face SSD
Single shot detector
go/face-ssd
go/mobile-ssd
menglong@
mttang@
dkalenichenko@

The Mobile SSD project provides a framework for 
compiling Single Shot MultiBox Detectors into a 
fast & lightweight inference library powered by 
tfmini. The library is cross- platform with the 
primary focus on mobile devices. It currently 
integrates face, products and common objects but 
is intended to be a general purpose framework for 
many vision detectors.

http://go/face-ssd
http://go/mobile-ssd


Detection

Description

Recognition

Geometry

Fairness

male
2
showing surprise and interest
short blond hair
white sweater, striped pants
eating, being held by person 4
looking at the camera

male
7
showing interest
smiling, short hair
yellow jacket
sitting on lap of person 1
looking at person 5

female
30 
showing mild amusement
smiling, long hair
black pants
holding person 5
looking at the camera

male
11
showing surprise, mild interest and some elation
looking at the camera

female
30
showing amusement, mild interest
smiling, long hair
holding person 2
looking at person 5

Descriptions tell us 
what is apparent 
about each person:

Gender
Age
Emotion
Face
Clothing
Activity
Gaze

1

2 3

4
5



LookNet
Generic facial attributes
go/looknet
go/looknet-mobile
anm@
bochen@

% ms MB 

server 97.4 635.0 270.0

smallest 94.5 7.3 0.9

fastest 94.2 5.6 3.3

well rounded 95.5 19.0 3.3

eyeliners, face painting, lipstick, long eyelash, 
makeup, bald, curly hair, fringes, short hair, 
straight hair, ...

wavy hair, black hair, blonde hair, blue hair, 
brown hair, pink hair, purple hair, red hair, 
white hair, tooth visible, wrinkle, goatee, 
kissing, body piercing, cap, earrings, goggles, 
headscarf, helmet, nose piercing, tie, wearing 
jewels, under exposed, blurred, non human, 
iconic, user profile

Demographic
age, gender

Objective facial attributes 
glasses, dark glasses, headwear, eyes visible, 
mouth open, facial hair, long hair, frontal gaze, 
sideburns, beard, mustache, squinting, smiling, 
black and white, blur, selfie, art work, statue, eye 
shadow, … many more

http://go/looknet
http://go/looknet-mobile


FeelNet
Recognizing human emotions
go/feelnet
go/feelnet-lite
go/video-emotion-model
go/sentire
go/affective-computing
bjou@
gautamprasad@

We develop computational sensors for the full human 
affective experience, including facial expressions, 
gesture expressions, affective speech/voice, 
contextual/environmental cues, and their multimodal 
integration. 

Currently, we support several discrete facial emotion 
categories in FeelNet and legacy emotions in FaceSDK. 
This is a companion effort to the Sentire project.

Emotions
amusement, anger, concentration, contentment, 
desire, disappointment, disgust, elation, 
embarrassment, interest, pride, sadness, surprise

http://go/feelnet
http://go/feelnet-lite
http://go/video-emotion-model
http://go/sentire
http://go/affective-computing


female
24
long, straight, brown hair
long sleeve, gray upper clothing
black lower clothing

PersonAttributes
Generic person attributes
go/person-attributes
liuti@

male
10
short, straight hair
green, short sleeve, 
t-shirt

Demographic
age, gender

Objective attributes 
hair color and style, clothing color and pattern and style, …

Samples

http://go/person-attributes


ActNet
Recognizing activities
go/actnet
go/actionloc
liuti@

jumping, waving hands

Actions
clapping hands, dancing, eating, hugging, jumping, 
kicking, kissing, running, shaking hands, singing, throwing 
objects, thumb-up gesture, toasting, v-sign gesture, 
waving hands

Samples

running dancing, waving hands

http://go/actnet
http://go/actionloc


Detection

Description

Recognition

Geometry

Fairness
“Lucas”

“Jules”

“Sangeeta”

“Rohan”

“Daya”

FaceNet embeds face 
thumbnails into a space, where 
faces of the same identity are 
closer together than faces 
from different identities.

Integrations
Photos - clustering
Nest Cam - familiar faces
Clips - familiar faces
YouTube - Eastwood



FaceNet
Facial recognition
go/facenet
fschroff@
dkalenichenko@

This project addresses face recognition and face 
authentication. It provides the core modules for face 
recognition which are used or being integrated into 
several projects: Google Photos,Trusted Face in 
Android, Nest cam, Eastwood, Stellar

http://go/facenet


PersonNet
Whole person recognition
go/personnet
@liuti

This project aims to match different image 
instances of people. This work uses the whole body 
image, which allows matching on person images 
when the face is not visible. Currently, the project 
concentrates on building an image embedding 
model called PersonNet.

http://go/personnet


Detection

Description

Recognition

Geometry

Fairness

Responsibilities

Graphic compositing is 
possible with landmarks, 
pose estimation and 
segmentation.

Integrations
Camera - real time bokeh
Daydream - tracking, compositing



MaskLab

Instance segmentation

go/masklab

lcchen@

http://go/masklab


Pose estimation

go/posenet

gpapan@
tylerzhu@

http://go/posenet


Make Human Sensing more inclusive.

University of Human Sensing

Identify and remove 
performance biases in 
the ML system used for 
human sensing

Identify and handle 
representation biases in 
multimedia corpora 
across Google. 

Detection

Description

Recognition

Geometry

Fairness

UHS Diagnostic Tool
Used to diagnose models and visualize 
differences across subsets.

UHS (Race) Classifier v0
WIP Google-wide usage policy and 
infrastructure. Trained on WebFaces 
and Eastwood.



Oakley

Detection

Description

Recognition

Geometry

Fairness

go/oakley

http://go/oakley


UHS - University of Human Sensing 

WebFaces  165,483 images Eastwood  36,608 images

Race distributions of datasets.



Gender prediction accuracies.

UHS - University of Human Sensing 

WebFaces Eastwood



What’s next

Smaller models for stream use cases
Better NN architecture for HW acceleration
7bit quantization
More unbiasing, more attributes
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ML and Data
Ivan Kuznetsov (ivanku@) 
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Understand complexity



Example: Events Search



Where does the data come from

Markup - 75%

ML extractions - 25%



But it took a while to get here - ML is hard

June 
2015

October 
2015

November 
2016

WhatsHapp project starts
Early prototype presented @ 
Google Research Conference

ML models quality satisfies 
Search launch criteria

July 
2017

ML models production 
integration complete - launch!

https://docs.google.com/presentation/d/1Fi_veRSx1gNQel1pCwIN_vj36xJ1RhPAITEPMIN1T8k/edit#slide=id.p
https://docs.google.com/presentation/d/1sJI-qkQmKjiMidx2WrD3Nb-4FwkYqTwyRSaCTpmhij4/edit#slide=id.g18e54f8c29_0_0


Think about trade-offs

● Acquire data - extract data

● Infer attributes - ask users

● Do you have a long tail where ML can help?
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Think about data



Example: parking difficulty



ML models need data for training

Possible approaches:

● Crowdsourcing
○ Riddler
○ Google Consumer Survey

● Use open data
● Purchase datasets
● Create datasets
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Not everything is ML





Bridges of Königsberg and Traveling Salesman





Where to learn more about algorithms work

Google Optimization Tools - developers.google.com/optimization

Operations  Research Team - go/or

Market Algorithms Team - go/market-algorithms

Discrete Algorithms Team - go/discrete-algorithms

https://developers.google.com/optimization/
http://go/or
http://go/market-algorithms
http://go/discrete-algorithms
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Crowd Computing
Anurag Batra (pocketaces@) 



Human Computation Landscape

3 Core “Classes” of Data Collection 
with Corresponding Platforms/Teams

Paid Raters
● Crowd Compute/VSEval
● Furball
● Ewoq

Global Crowdsourcing
● Village (Crowdsource app)
● Google Opinion Rewards
● Endor (MTurk Raters)

Specialist Raters
● Pygmalion
● Speech Data Ops

Diverse, Large-Scale Operations

● Platforms active in every country but 
North Korea

● Multiple man-years of data collected 
per day on Crowd Compute alone



CrowdCompute workers in Hyderabad
Skillset: acquired, diverse
Cost per answer: $0.10
Diversity: Low
Turnaround: Fast

Furball workers, WFH globally
Skillset: acquired, diverse
Cost per answer: $0.25
Diversity: Medium
Turnaround: Fast

Pygmalion Linguists at Google
Skillset: specific, high
Cost per answer: $5
Diversity: Low/Medium
Turnaround: Fast

Crowdsource app users globally
Skillset: generic
Cost per answer: $0
Diversity: High
Turnaround: Slow



All you need to do to get data

go/get-hcomp-data

1. Provide some details about what you need

2. Automatically generates a tracking bug and CCs stakeholders

3. We refer you to the right platform and team

http://go/get-hcomp-data


Stuff that you’d get help with

● Task design
● Budgeting
● Sample selection
● Diversity and Fairness advice
● Cataloging and sharing
● Privacy and Policy compliance
● Storage and Deletion advice
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Getting diverse and accurate data
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Raters’ opinions shape your products
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Know thy rater!
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What is a bike?

In IndiaIn the US
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What is safe motorcycle riding?

In IndiaIn the US
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What is great weather to be outdoors?

In IndiaIn the US
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What can be done to mitigate personal biases?
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More awareness, better context
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Police Officer
Rater Instruction: Please use an image search service to find images that 
represent this category.  Each image should contain a single human being. 
No additional context given.
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Police Officer
Rater Instruction: Please use an image search service to find images that 
represent this category.  Each image should contain a single human being. 
Raters given prior context on diversity.
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go/get-hcomp-data

http://go/get-hcomp-data
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Natural Language Understanding
Barak Turovsky (barakt@) 
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MISSION: USE CUTTING EDGE AI TO 

UNDERSTAND HUMAN LANGUAGE
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MONOLINGUAL



Conversational Search

[live on your phone]



Understanding Queries

who is the chef at 
the french laundry

[live on your phone]



Question Answering



Reading the Web



English Parsing Accuracy Progress (on Web Data)



On-Device NLP
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MONOLINGUAL: 

GOOGLE TRANSLATE



Of the internet 
content is in English

Of the world population 
has some English skills

Of the web is in 
only 10 languages

EN

ZH

RU

DE

ES

JA

FR

PL

KO

PT

Millions of bytes

300,000100,000



Translated 
words/day

140B
Monthly 
active users

1.2B+
Users from 
outside US

95%
Of our users 
are on mobile

45%

Mobile app 
downloads

550M





Could Transform Travel With Real-Time Translation

The most important gadget Google launched

Google's Pixel Buds translation will change the world

the closest thing we’ve seen to the Babel Fish

This is some seriously sci-fi stuff

A powerful differentiator

Your holiday wish list just got one item longer

We are living in the future

removal of language barriers is closer than ever

wow!



Discrete, local decision

Phrase-based 
machine translation 

Continuous, global decision

Neural Machine 
Translation (NMT)



Excellent

Good

Usable
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Multilingual models

English->Korean English->Spanish French->English Spanish->EnglishMultilingual Model
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Zero-shot translation
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CAN WE DO BOTH? 

MULTI TASKS ML
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Semantic keyword-based targeting for ads
“Show my ads on queries expressing the concept conveyed by my keyword.”

Multi Task 
Translation

Query(EN) Keywords(EN)

Query(JA)

Keywords(JA)
Query(KO)

Keywords(KO)
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On-device
Alex Ingerman (ingerman@) 



Confidential + Proprietary

This talk’s purpose in life

To persuade you that on-device ML is important and different

To introduce three approaches for on-device ML

To discuss the applications and available technology



What’s a device, anyway?
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Phones

Phones: very personal computers
2015: 79% away from phone ≤2 hours/day1
      63% away from phone ≤1 hour/day
      25% can't remember being away at all

Plethora of sensors

Innumerable digital interactions
12015 Always Connected Research Report, IDC and Facebook

https://www.slideshare.net/jeffrufino/idc-study-mobile-and-social-connectiveness
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IoT devices: they live among us
2016: 6.4 billion connected “things”. Of these,

4.0 billion consumer devices
1.1 billion cross-industry devices
1.3 billion industry-verticals

Consumer installations projected to grow 
fastest for the foreseeable future

Broadening capabilities

Connected “Things”

2015 Connected Devices report, Gartner

https://www.gartner.com/newsroom/id/3165317
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The robots are coming
2015: 

5 million commercial and industrial robots
3.5 million consumer robots

2020:
12.2 million commercial and industrial robots
8.6 million consumer robots

Self-driving cars and home robots projected 
to generate explosive growth

Robots

2017 Boston Consulting Group report

https://www.bcg.com/publications/2017/strategy-technology-digital-gaining-robotics-advantage.aspx


What’s so different about ML on-device?
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Most machine learning today is done in the cloud

Google builds 
services

Logs create
training data and 

dashboards

Services
create logs

Data improve 
services

← cloud user agent →

request

prediction

“Dumb” devices

“Smart” servers
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Devices are a new, different category of user agents

1. More personal

2. More numerous

3. More capable

4. More autonomous

We can build better products by leveraging devices’ strengths!



ca 2014+: On-Device Predictions
(Inference)



request

prediction

Instead of making 
predictions in the cloud



Distribute the model,
make predictions on device.



Privacy

Offline

Latency

Power Sensors

Data Caps



training
data

How do we continue to
improve the model?



Interactions generate 
training data on device... Local 

Training 
Data



Local 
Training 
Data

Which we gather to the
cloud.



And make the model better.



And make the model better.
(for everyone)



Interactions generate 
training data on device...

But what about…

1. Sensitive device data 
handling?

2. Connectivity 
constraints?

3. Personalization?



2016+: Device-Local Learning 
(Personalization)



Local 
Training 
Data

Instead of centralizing
the training data...



Train models right on the device.
Better for everyone (individually.)



But what about…

1. New User Experience

2. Benefitting from 
peers' data



2017+: Cross-Device Learning
(Federation) 



Mobile 
Device

Local 
Training 
Data

Current Model 
Parameters

Federated Learning



Mobile 
Device

Local 
Training 
Data

Current Model 
Parameters

Federated Learning



Federated Learning



Federated Learning



∑

Repeat until convergence.

Federated Learning



To make the model better.
(for everyone)



And personalize it,
for every one.



Privacy

Offline

Latency

Power Sensors

Data Caps



Privacy

Offline

Latency

Power

In Vivo

Sensors

Data Caps

Personalization

Training & Evaluation



Applying on-device learning

What makes a good application?

● On-device data is more relevant 
than server-side proxy data

● On-device data is privacy sensitive 
or large

● Labels can be inferred naturally 
from user interaction

● Want large-scale personalization 
and global model improvements

Example applications

● Language modeling for mobile 
keyboards and voice recognition

● Image classification for predicting 
which photos people will share

● Smart reply taking into account all 
device and user context

● ...



Wrap-up

Devices are crucial to Google’s success

On-device model training enables development of great user experiences while 
maintaining user trust

On-device ML technology is available today!

Inference: TF Lite (go/tflite-site), Predict-on-device (go/corpsites/pod/home)

Training + inference: Brella (go/brella)

Say hello - ingerman@google.com

http://go/tflite-site
http://go/corpsites/pod/home
http://go/brella
mailto:ingerman@google.com
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Medical Applications
Lily Peng (lhpeng@) 



Diabetic retinopathy: fastest growing cause of blindness 

415M people with diabetes 



=

Regular screening is key to preventing blindness



How DR is Diagnosed: Retinal Fundus Images

Healthy Diseased

Hemorrhages

No DR Mild DR Moderate DR Severe DR Proliferative DR
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INDIA
Shortage of 127,000 eye doctors
45% of patients suffer vision loss before diagnosis



Adapt deep neural network to read fundus images

Labeling tool
54 ophthalmologists
130k images

No DR

Mild DR

Moderate DR

Severe DR

Proliferative DR

880k diagnoses



Adapt deep neural network to read fundus images

Conv Network  - 26 layers

No DR

Mild DR

Moderate DR

Severe DR

Proliferative DR

Image Quality

L/R eye

Field of View



DEMO

http://google.com/arda


0.95
F-score

Algorithm Ophthalmologist 
(median)

0.91

“The study by Gulshan and 
colleagues truly represents the 
brave new world in medicine.”

“Google just published this paper 
in JAMA (impact factor 37) [...] It 

actually lives up to the hype.”

Dr. Andrew  Beam, Dr. Isaac Kohane 
Harvard Medical School

Dr. Luke Oakden-Rayner 
University of Adelaide

https://en.wikipedia.org/wiki/F1_score


PARTNERSHIPS & HARDWARE

What’s next? Much more to do on path to clinical adoption

CLINICAL TRIALS & 
REGULATORY



Weighted Kappa

        Ophthalmologists    
         Individual 0.80-0.84

         Algorithm 0.84

         Retinal Specialists 
         Individual 0.82-0.91

1-Specificity, %Moderate or Worse DR, AUC 0.986

1-Specificity, %

Se
ns

iti
vi

ty
, %

Grader variability and the importance of reference 
standards for evaluating machine learning models 
for diabetic retinopathy. J. Krause, et al.

Last Year - On Par with General Ophthalmologists
This Year -  On Par with Retinal Specialist Ophthalmologists

Generalists 
Last Year

Specialists 
This Year



Bringing this Technology to the World

        Aravind & Sankara (India)

• Publishing previous trial results Q4
• Started assisted read trial with Aravind

• 2018 Goal: Aravind system-wide roll out (total screenings/yr: 250k)    

        Ministry of Health (Thailand)

• Nationwide, 7500-patient retrospective study started Q4 (validation)

• 2018 Goal: national roll out (total screenings/year: 4M)

...and more sites in planning stages

            EyePACS (U.S.)

• Quality improvement deployment launching Q4, HCI ongoing
• 2018 Goal: system-wide roll out (total screenings/yr: 120k), diagnostic roll-out with non-profit 

arm upon regulatory approval



Explainability: Neural Networks a Black Box? Not Really

“Show me where.”



“Show me where”

Mild DR



Mild DR



Moderate DR



Moderate DR



Age: MAE 3.26 yrs Gender: AUC 0.97

Diastolic: MAE 6.39 
mmHg

Systolic: MAE 11.23 
mmHg

HbA1c: MAE 1.4%

Predicting things that doctors 
can’t predict from imaging

Potential as a new biomarker

Can we predict cardiovascular 
risk?  If so, this is a very nice 
non-invasive way of doing so

Predicting  Cardiovascular  Risk  Factors  from  Retinal 
Fundus  Photographs  using  Deep  Learning. R. Poplin, A. 
Varadarajan et. al

Completely new, novel scientific discoveries



Many more opportunities
to increase both access and accuracy

OPHTHALMOLOGY
(eye)

PATHOLOGY
(cancer biopsies)

RADIOLOGY
(x-rays)

DERMATOLOGY
(skin)



Deep Learning has shown promise in building 
assistive tools for doctors. What’s next?

Clinical Validation
Building Trust

Workflow & User Design
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Getting to Launch
Jonathan Bingham (binghamj@) 



As product managers 
we all want to launch 
great ML-powered products



And not crash and burn



Up and to the right
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So what does it take to 
successfully launch 

an ML product?



    Machine Learning Launch

Add the new
ML launch calendar



Get approval from all of the ML reviewers

From the Machine Intelligence team

✓ Problem definition
✓ Data use
✓ Model understandability
✓ TPU quota
✓ Production readiness

From Legal and Privacy

✓ Fairness
✓ Embarrassment / PR
✓ De-identification



LOL… just kidding
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There are no 
new approvals required



So what does it really take to 
successfully launch 

an ML product?



Focus on the user

User  >>  product  >>  technology

As we search for new ways to delight users
ML is increasingly part of the answer



Define an ambitious goal



Deciding on a machine learning approach

Prerequisites:

Data. The more the better. You’ll use some of its features.

A goal. Know what you’re trying to predict, called a label.

Bring in the technical experts:

Work with your eng team to choose an ML model.

For help, you can set up a consultation at go/ml-consult.

If there’s a simpler or more appropriate solution than ML, use it!

http://go/ml-consult


Understand your ML model

Why? To build a better product:
Avoid confounders. Cf. Google Flu Trends.
Understand bad results on a subset of data.
Balance result quality vs. cost.

Why else? Your users may want to know:
Why is my video blocked? 
Why is my ad shown to the wrong audience?
Why are you showing me this news article? 

Start simple. Iteratively improve.



Use rocket boosters

Google already has:

All of the solutions mentioned today.

+ TensorFlow libraries.

+ TFX to bring it to production. 

And much more. See:

go/ml and go/ml/tools 

go/mlcc and go/ml4ux

Shiny, new, high-tech wheel

Use rocket boosters

Google already has:

All of the solutions mentioned today.

TensorFlow models.

TFX to bring it to production.

And much more. See:

go/ml 

go/ml/tools 

go/ml4ux

https://www.tensorflow.org/
http://go/tfx-fg
http://go/ml
http://go/ml/tools
http://go/mlcc
http://go/ml4ux
https://www.tensorflow.org/
http://go/tfx-fg
http://go/ml
http://go/ml/tools
http://go/ml4ux




TensorFlow is...

The most popular GitHub project for 
ML in the world.

More than just neural networks:

Linear/logistic regression

Random Forests

Support Vector Machines

Bayesian Optimization

K-means clustering

Gaussian Mixture Models

https://github.com/tensorflow/tensorflow/blob/v0.10.0rc0/tensorflow/contrib/learn/python/learn/estimators/linear.py
https://github.com/tensorflow/tensorflow/blob/v0.10.0rc0/tensorflow/contrib/learn/python/learn/estimators/logistic_regressor.py
https://github.com/tensorflow/tensorflow/blob/v0.10.0rc0/tensorflow/contrib/learn/python/learn/estimators/random_forest.py
https://github.com/tensorflow/tensorflow/blob/v0.10.0rc0/tensorflow/contrib/learn/python/learn/estimators/svm.py
https://github.com/tensorflow/tensorflow/tree/32bd3d024f33e920a67a1081bc0ae0048350fdee/tensorflow/contrib/bayesflow
https://github.com/tensorflow/tensorflow/blob/32bd3d024f33e920a67a1081bc0ae0048350fdee/tensorflow/contrib/factorization/python/ops/kmeans.py
https://github.com/tensorflow/tensorflow/blob/32bd3d024f33e920a67a1081bc0ae0048350fdee/tensorflow/contrib/factorization/python/ops/gmm.py




  Production machine learning
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APAC TPgM Conference

Production ML is 1% inspiration

Project Loon 
brings internet access to Sri Lanka
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APAC TPgM Conference

Production ML is 1% inspiration, 99% plumbing

Configuration

Data visualization

Job orchestration

Monitoring

Workflow tools

Data ingestion

Feature engineering

Data validation

Model training

Model evaluation & validation

Skew detection

Serving



TensorFlow Extended (TFX)

A production ML platform available to all.

Let’s you focus on creating 
the best ML model for your product, 
not wrangling infrastructure.

Over 250 ML pipelines 
checked-in across Google PAs.
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APAC TPgM Conference

Respect Engine Google Plus Google Shopping

Google 
Knowledge Graph

Google 
Live Cases

Android Pay EngProd Flakes Google Search Google Flights
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Have realistic expectations



Sometimes realistic means groundbreaking



AlphaGo exceeds human ability
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Many ML launches
lead to narrow wins 



More often realistic means … 

Without machine learning

Q
u

al
ity

Time

Plateau

Algorithm development 
and A/B testing



More often realistic means … modest

Without machine learning

Q
u

al
ity

Time

Plateau

With machine learning

Q
u

al
ity

Time

New plateau

Worse
until you figure stuff out

Better
Ship it!

Algorithm development 
and A/B testing

Model tuning 
and A/B testing



Develop. Measure. Repeat.

Google pioneered the use of data and 

measurement to improve products.

ML is an evolution in the same direction

made possible with more data + compute.

With ML, rather than hand-tune algorithms, 

let computers find the best solution.



Play fair, 
keep it clean

Slice and dice data looking 
for problematic results.

Make sure fouls aren’t foul.

Learn how real users respond.



Build great products

You, too, can get an ML badge 

on your Teams page.



Let’s launch!



What next?

Talk to ML experts:
go/ml-consult

Learn more:
go/ai-first-pm
go/ml
go/mlcc

Thanks for listening!
binghamj@

http://go/ml-consult
http://go/ai-first-pm
http://go/ml
http://go/ml/tools
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8/11/2017 Unconscious Bias @ Work (Self Study Video) - Grow

https://grow.googleplex.com/learning/ahNzfmdvb2dsZS5jb206Y2Vsc3VzchULEghBY3Rpdml0eRiAgICQ6taTCww 1/1

Overview
Target Audience: L1-VP+ Googlers from all functions globally.

What You Can Expect:

You'll learn about the science of unconscious thought processes, and how our minds--without our knowledge--may
in�uence Googler-to-Googler perceptions and interactions. 

The session will largely focus on stereotyping, presenting both Google case studies and academic research showing how
stereotypes can play out in a company like Google. This is a foundational course for understanding how to mitigate the
unintended negative impact of stereotype bias, to help us all foster a fair and inclusive culture. 

Unsure if you've marked your attendance?
  
Visit this link and if you see Unconscious Bias @ Work under your completed courses, you're all set. If you don't see it but
you've attended the session or completed the self study, please �ll out this form and you will be contacted when your
record is updated. 

Experiencing technical dif�culties? 

If you're experiencing dif�culties with viewing the content, please take these steps before notifying ub-help: 
1. Clear cookies in your browser
2. Get on VPN if away from Google
3. Try loading the gLearn session on an alternate browser

Alternate �x: Point your browser to "chrome://settings/content" and add an exception for "[*.]google.com" under "Block
third-party cookies and site data" then try again.

For general questions or ideas about the unconscious bias project, please email unbiasing. 

Pre-work

No pre-work required. 
Looking for the Implicit Association Test (IAT)? Historically, participants have been asked to complete the IAT before
launching the Unconscious Bias @ Work Self Study, however, this online exercise is no longer listed as course pre-work.
Recent research calls into question the predictive validity of the Implicit Association Test and the test's conclusions
about "implicit beliefs and preferences." Want to learn more? Read this meta-analysis published by the Journal of
Personality and Social Psychology. Want to take the test? Follow the instructions here.

Want to learn more?

 Want more ways to learn about Inclusion? Check out PeopleDev's Learning Collection with courses and resources to meet
your learning needs.

Skills: Googleyness Emotional Intelligence Cultural Awareness Appreciating Diversity

Diversity Awareness

My skills Other skills

Questions? Contact ub-help@google.com

Completed Oct 19, 2016

 Type: Site



LAUNCH

Self-Study Course

Unconscious Bias @ Work (Self Study Video)      (34535)  

















https://glearn.googleplex.com/completed/
https://docs.google.com/a/google.com/forms/d/1DoMChOFieyjMZo0k-vS2pZZqKi2MqejZrocdHd2Ur2Q/viewform
https://mail.google.com/mail/?view=cm&fs=1&tf=1&to=ub-help@google.com
mailto:unbiasing@google.com
http://www.ncbi.nlm.nih.gov/pubmed/23773046
https://docs.google.com/a/google.com/document/d/1xCg_fQGzjB5-FljeEAjk-DuDdpeE-g8unmBw2UmbyFY/edit
https://grow.googleplex.com/learning/ahNzfmdvb2dsZS5jb206Y2Vsc3VzchULEghBY3Rpdml0eRiAgOCF2tiiCQw
https://mail.google.com/?view=cm&to=ub-help%40google.com&su=Unconscious%20Bias%20%40%20Work%20(Self%20Study%20Video)
https://grow.googleplex.com/
https://grow.googleplex.com/profile
https://grow.googleplex.com/my-activity
https://grow.googleplex.com/search/?query=sm:%22learning%22
https://grow.googleplex.com/search/?query=sm:%22advisors%22
https://grow.googleplex.com/search/jobs/
https://grow.googleplex.com/goals
https://grow.googleplex.com/real-time-feedback
https://perf.googleplex.com/todo


 
Note:  This resource was updated on March 13, 2018. If you’re looking for the previous unbiasing checklist, you 
can review   here .  If you have comments or questions about this resource, please email  ub-help@google.com .  

 

 

Checklist for Managers | Performance Decisions 
 

 

Because we are often unaware of our implicit biases, taking time to reflect on potentially biased thinking can 
help us avoid biased decisions. This guide will help you become more aware of the ways in which implicit 
biases can emerge in performance rating and promo decisions, and provide you tactics for checking those 
biases in the moment. This guide is intended for repeated use within and across cycles. We recommend you 
print this resource to help you consider potential bias at critical points: 
 

● Promo Nominations and Pre-review / Flagging  
● Calibration and Ratings 

 
It’s up to everyone to be mindful of their own and others’ suggestions, comments, and behaviors, and to call 
attention to faulty decision-making.  Read below for ten common pitfalls and recommendations for how to 
address them throughout Perf. 

 
 

 

 

 

 
 

 
 
 
 

https://docs.google.com/document/d/1R7TsE1GEavDncD-e3Npzw07dMed0UJFzE7pcXHI5USE/edit
mailto:ub-help@google.com


 
 
 
 
 
 

Pitfall 1: Looking the Part 

Nominating, over-rating, or under-rating a Googler because of their educational background, social group, or other 
extraneous factor. ( Stereotype Bias ) 

 Mitigation Tactic        Questions to Ask   
  Agree on  success criteria  at a  particular 

level  (e.g. decide what earns an "Exceeds 
Expectations" at L4).  Don't allow extraneous 
data  points (e.g. educational background, 
social group) to influence the decision. If 
someone’s feedback is questionable, ask 
them to  clarify their terms , e.g. “How are you 
assessing ‘professional’?” 

 
   

Is this feedback  deviating  from our agreed 
role  expectations ? 

Is an  extraneous  factor  influencing  the 
decision? 

If this person were a  different race (or 
gender, age, etc.)  would the  feedback be 
the same ? 

 

Pitfall 2: Using Info That’s Top of Mind 

Weighing recent performance more heavily than performance during the total assessment period. 
( Availability Bias ) 

 Mitigation Tactic       Questions to Ask   
  Consider  concrete examples  throughout 

the  entire assessment   cycle . 
 

   
Has this person  consistently  shown high 
performance across the  entire cycle ? 

Has this person  consistently  missed role 
expectations across the  entire cycle ? 

 

Pitfall 3: Instincts over Evaluation  

Only considering data or examples that support your initial impression. ( Confirmation Bias ) 

 Mitigation Tactic       Questions to Ask   



  Play  devil’s advocate   when there are no 1

significantly different perspectives raised. If 
someone’s feedback is questionable, ask 
them to  clarify their terms , e.g. “How are 
you assessing ‘professional’?” 

 
   

What are  concrete examples  to support 
both  strengths AND development areas  of 
this individual? 

 

   

1 A person who expresses a contentious opinion to test the strength of the opposing position 



Pitfall 4: Out of Sight, Out of Mind 

Nominating or over-rating Googlers who immediately come to mind. Nominating or over-rating Googlers who you 
work with most frequently or are most verbal about their contributions. ( Accessibility Bias ) 

 Mitigation Tactic       Questions to Ask   
  Seek information  you do not already know 

and  consider the whole  bench of talent. 
 

   
Are there other people with  less visible 
projects or contributions  who have made 
comparable impact ? 

 

Pitfall 5: Playing Favorites 

Over-rating your own reports. Over-rating Googlers with whom you share OKRS. ( Self-Serving Bias ,  In-Group Bias ) 

 Mitigation Tactic       Questions to Ask   
  Play  devil’s advocate  for people you are 

invested in. 
 

   
What are  concrete examples  to support 
both  strengths AND development areas  of 
this individual? 

 

Pitfall 6: Ignoring Situational Circumstances 

Attributing a Googler’s performance to talent or character as opposed to specific workplace situational factors 
outside of their control. ( Fundamental Attribution Error ) 

 Mitigation Tactic       Questions to Ask   
  Consider  situational factors  in the 

workplace that affected performance (e.g. 
lacked resources, manager change). 

 
   

Do  other (workplace) explanations  exist 
for why this person performed above or 
below expectations for that role? 

 

Pitfall 7: Just Like Me 

Over-rating Googlers who exhibit attributes similar to your own. Rewarding only one way of doing or being.  
( Affinity Bias ,  In-Group Bias ) 

 Mitigation Tactic       Questions to Ask   



  Consider the   benefits of complementary 
and supplementary skills to your own (i.e. 
the  benefits of being different ). 
 

 
   

Are there other people with an  alternative 
style or approach  to the work who have 
made  comparable impact ? 

 

   



Pitfall 8: Following the Crowd 

Forming an impression of a Googler only after listening to others evaluate their performance. ( Anchoring Bias ) 

 Mitigation Tactic       Questions to Ask   
  Write down your  own evaluation  of 

employees  prior  to promotion committee or 
calibration. Play  devil’s advocate  when 
there are no significantly different 
perspectives raised. 

 
   

Do I know my  own evaluation  of each 
candidate? 

Is this evaluation  consistent   with 
everyone’s experiences  working with this 
individual? 

 

Pitfall 9: Getting Stuck in the Past 

Referencing a Googler’s performance in a past cycle, instead of sticking to the current rating period.  
( Anchoring Bias ) 

 Mitigation Tactic        Questions to Ask   
  Clarify accomplishments that occurred 

during  this cycle only .  Don’t anchor  to 
ratings from previous cycles or assume 
there are limitations to what rating a person 
could be assigned this cycle due to their 
rating in the previous cycle. 
 

 
   

Are we confident that we are considering 
performance from the  current rating 
period only ? 

 

Pitfall 10: Unequally Weighing Mistakes 

Identifying mistakes less often for in-group members and being overly critical of out-group members. 
( Stereotype Bias ,  Confirmation Bias ,  In-Group Bias ) 

 Mitigation Tactic        Questions to Ask   
  Ensure that success  criteria is applied 

consistently  across all roles and levels; 
watch for patterns of inconsistency . If 
feedback is being unevenly interpreted 
across people of the same role and level, 
call out the inconsistency .  Don't allow 
extraneous data  points (e.g. educational 
background, social group) to influence the 
decision.  
 

 
   

Whose mistakes are highlighted and 
whose are not? To what extent are the 
same mistakes being  interpreted and 
weighed equally ? 
 
If this person were a  different race (or 
gender, age, etc.)  would the  feedback be 
the same ? 

Is an  extraneous  factor  influencing  the 

 



decision? 

 

 

Appendix of Bias Types 
 

Accessibility Bias:   
We tend to rely on intuitions, guided by what we see or are focused on at a given moment, and ignore what we 
don’t know. 

Affinity Bias (aka Similar-to-me Bias):    
We tend to have preferences for people with attributes like ourselves. 

Anchoring Bias: 
Our estimates are often influenced in the direction of a salient comparison value or “anchor.” 
 
Availability Bias:  
We tend to weigh recent and/or readily available information more heavily when making evaluations. 
 
Confirmation Bias:   
We rarely seek out ways to falsify our own hypotheses; instead, we tend to go with what’s easy or feels right. 
 
Fundamental Attribution Error:   
We tend to attribute people’s behavior to dispositional causes (e.g. character, intention, talent) rather than to 
situational factors (e.g. lack of resources). 
 
In-Group   Bias: 
We tend to favor people who belong to our group. 
 
Self-Serving Bias:  
We tend to attribute our own successes to personal characteristics (character, intention, talent), and our failures 
to factors beyond our control (e.g. lack of resources). 

Stereotype Bias:  
We often make assumptions about people based on visible or nonvisible characteristics. 
 
 
 
 

 
 



Fairness in Machine Learning
Fernanda Viégas @viegasf
Martin Wattenberg @wattenberg
Google Brain



As AI touches high-stakes aspects of everyday life, 
fairness becomes more important 



How can an algorithm even be unfair?
Aren't algorithms beautiful neutral pieces of mathematics?

The Euclidean algorithm (first discovered in 300 
BCE) as described in Geometry, plane, solid and 
spherical, Pierce Morton, 1847.



"Classic" non-ML problem: implicit cultural assumptions



Example: names are complex.

Brilliant, fun article.
Read it! :)

Patrick McKenzie
http://www.kalzumeus.com/2010/06/17/
falsehoods-programmers-believe-about-na
mes/

...



What's different with machine learning?

Algorithm, 300 BCE

Classical algorithms don’t rely on data



What's different with machine learning?

ML systems rely on real-world data and
can pick up biases from data

Algorithm, 300 BCE

Algorithm, 2017 CE

Classical algorithms don’t rely on data



Sometimes bias starts before an algorithm ever runs…
It can start with the data

   



Sometimes bias starts before an algorithm ever runs…
It can start with the data

A real-world example 

   





Can you spot the bias? 



Can you spot the bias? 



Model can’t recognize mugs 
with handle facing left



How can this lead to unfairness?

   





word embeddings



Word embeddings

Distributed Representations of Words 
and Phrases and their Compositionality

Mikolov et al. 2013



Meaningful directions
(word2vec)









Can we "de-bias" embeddings?



Can we "de-bias" embeddings?

Bolukbasi et al.: this may be possible.

Idea: "collapse" dimensions corresponding 
to key attributes, such as gender.



How can we build systems that are fair?

First, we need to decide what we mean by “fair”...  



Interesting fact: 
You can't always get what you want in terms of “fairness”!



Fairness: you can't always get what you want!

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing

COMPAS (from company called Northpointe)
● Estimates chances a defendant will be re-arrested

○ Issue: "rearrest" != "committed crime"
● Meant to be used for bail decisions

○ Issue: also used for sentencing 

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing


https://www.propublica.org/article/how-we-analyzed-the-compas-recidivism-algorithm

This conclusion came from applying COMPAS to historical arrest records.

https://www.propublica.org/article/how-we-analyzed-the-compas-recidivism-algorithm


Enter the computer scientists...







Low-risk
FAIR



Low-risk
FAIR

Medium-high
FAIR



Low-risk
FAIR

Medium-high
FAIR



Low-risk
FAIR

Medium-high
FAIR

Did not reoffend
UNFAIR

Black defendants who did not reoffend were 
more often labeled "high risk"



Low-risk
FAIR

Medium-high
FAIR

Did not reoffend
UNFAIR

Unless classifier is 
perfect, can't all be fair 
due to different base 
rates





https://www.propublica.org/article/bias-in-criminal-risk-scores-is-mathematically-inevitable-researchers-say

https://www.propublica.org/article/bias-in-criminal-risk-scores-is-mathematically-inevitable-researchers-say


Lessons learned

● Fairness of an algorithm depends in part on how it's used 
● In fairness, you can't always get (everything) you want

○ Must make a careful choice of quantitative metrics
○ This involves case-by-case policy decisions
○ These tradeoffs affect human decisions too!

● Improvements to fairness may come with their own costs to other values we want to 
retain (privacy, performance, etc.)



Can computer scientists do anything besides depress us?

Hardt, Price, Srebro (2016)
On forcing a threshold classifier to be "fair" by various 
definitions:

● Group-unaware
Same threshold for each group

● Demographic Parity
Same proportion of positive classifications

● "Equal opportunity"
Same proportion of true positives



Can computer scientists do anything besides depress us?

A visual explanation...



Attacking discrimination in ML mathematically

Would default on loan Would pay back loan 



Attacking discrimination in ML mathematically

Would default on loan Would pay back loan 

Credit Score 0     10     20     30     40     50     60     70     80     90     100



Attacking discrimination in ML mathematically

Would default on loan Would pay back loan 

Credit Score 0     10     20     30     40     50     60     70     80     90     100

Score: 23 Score: 79



Attacking discrimination in ML mathematically
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Attacking discrimination in ML mathematically

Would default on loan Would pay back loan 

Credit Score 0     10     20     30     40     50     60     70     80     90     100

Lower score than threshold 
but would pay back loan 



Attacking discrimination in ML mathematically

Would default on loan Would pay back loan 

Credit Score 0     10     20     30     40     50     60     70     80     90     100

Would pay back but 
isn’t given a loan 



Attacking discrimination in ML mathematically

Would default on loan Would pay back loan 

Credit Score 0     10     20     30     40     50     60     70     80     90     100

Would pay back but 
isn’t given a loan 

Would default and 
is given a loan 



Attacking discrimination in ML mathematically



Attacking discrimination in ML mathematically

Profit: 1.2800



Attacking discrimination in ML mathematically

Profit: 1.2800



Attacking discrimination in ML mathematically

Profit: 1.2800



Multiple groups and multiple distributions



Multiple groups and multiple distributions



Demo

https://research.google.com/bigpicture/attacking-discrimination-in-ml/


Case Study



Conversation AI /
Perspective API (Jigsaw / CAT / others)

Jigsaw / CAT / others



Conversation AI /
Perspective API



Conversation AI /
Perspective API



False "toxic" positives

Comment Toxicity score
The Gay and Lesbian Film Festival starts today. 82%
Being transgender is independent of sexual orientation. 52%
A Muslim is someone who follows or practices Islam. 46%



How did this happen?



How did this happen?



One possible fix



False positives - some improvement

Comment Old New
The Gay and Lesbian Film Festival starts today. 82% 1%
Being transgender is independent of sexual orientation. 52% 5%
A Muslim is someone who follows or practices Islam. 46% 13%

Overall AUC for old and new classifiers was very close.



A common objection...

● Our algorithms are just mirrors of the world. Not our fault if they reflect bias!



A common objection...

● Our algorithms are just mirrors of the world. Not our fault if they reflect bias!

Some replies:

● If the effect is unjust, why shouldn't we fix it?
● Would you apply this same standard to raising a child?



Another objection

● Objection: People are biased and opaque. 
● Why should ML systems be any different?

○ True: this won't be easy
○ We have a chance to do better with ML



Another objection

● Objection: People are biased and opaque. 
● Why should ML systems be any different?

○ True: this won't be easy
○ We have a chance to do better with ML



What can you do?

1. Include diverse perspectives in design and development

2. Train ML models on comprehensive data sets

3. Test products with diverse users

4. Periodically re-evaluate and be alert to errors



Fairness in Machine Learning
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Executive Summary 
During the first half of 2016, the authors investigated several external claims of algorithmic bias in 
Google products to understand the nature of these claims and Google’s organizational response to 
them. Most claims had previously been investigated to some degree, so we reviewed relevant 
documentation and met with stakeholders to learn more, and in one case collaborated with 
members of the Trust and Safety User Advocacy team who were currently leading an ads 
experiment. 
 
Our investigation revealed key opportunities for Google to improve its handling of algorithmic bias: 
(1) a coherent cross-product position; (2) systematic testing; and (3) improved external reporting 
mechanisms. 

Introduction 
Algorithmic bias is an increasingly prominent topic in public policy, the press, and academic circles. 
Google is a frequent target of criticism in this debate, and also cares deeply about the ethics of its 
algorithms. Therefore, it is worthwhile to revisit Google’s approach and ensure that it has excellent 
mechanisms in place to identify and address potential algorithmic bias. 

Methodology 
To select the allegations, we surveyed a number of stakeholders such as Communications, Public 
Policy, and Trust and Safety, as well as conducted an informal search of external publications and 



press. From the list we assembled, we chose several allegations that had diverse characteristics. For 
example, we chose allegations about several different product areas, with different affected 
populations. 
 
Our team then took an incident-response approach to investigating these allegations. We created a 
post-mortem-style incident template, which included information such as details of the allegation, 
the timeline, results of any internal testing, and what went well and what could have gone better. For 
each case, we met with key stakeholders who represented different perspectives (e.g., the product 
team, Product Policy, Communications) to learn what had happened. We also reviewed relevant 
documents where they existed. For each of the allegations, we completed a report based on our 
template. For the Ad Fisher allegation, we collaborated with members of the Trust and Safety User 
Advocacy team who were conducting an investigation in order to uncover the root cause of the 
behavior. 
 
After completing the reports, we conducted a meta-analysis to identify common themes.  

Example Allegations 
In this section, we describe four of the cases we investigated, as illustrative examples. 
 
Instant Checkmate: Latanya Sweeney published an article in 2013 claiming that Instant Checkmate 
search ads suggesting an arrest record tend to appear with black-associated names, and ads for 
public records from several companies tend to appear with black-associated names. An internal 
investigation conducted after the fact was not able to verify this finding; it is not clear whether it 
would have been reproducible at the time Sweeney reported observing it. If it had been reproducible, 
there are a number of potential explanations (e.g., Instant Checkmate listing names of individuals of 
many ethnicities as keywords, but happened to win the bidding war a disproportionately high number 
of times for black-associated names; or Instant Checkmate listed black-associated names as 
keywords as Sweeney suggests). 
 
Sunlight Study: Columbia researchers published a paper in 2015 claiming that Gmail content that 
included terms related to health, race, religious affiliation or religious interest, sexual orientation, or 
difficult financial situation was associated with targeted advertisements for those topics. The 
researchers claim this violates a Google statement that it will not target based on these categories 
of sensitive information. The researchers’ system cannot assign intention of either advertisers or 
Google for the targeting found. Ad product teams were unable to reproduce this claim. However, ad 
product teams could envision ways in which this type of targeting could occur. Because of that 
potential, changes were made in the Gmail ad targeting process.  
 
Ad Fisher Study: CMU published a study in 2015 with experiment-based observations, arguing that 
Google’s ad serving system perpetuates gender bias on the basis of two campaigns that were found 
to target high salary jobs at male users on the Times of India website. The effect was highly 
sensitive to the ads from this particular service, and the same effect was not reproduced in several 
other experiments by the same authors. The cause was found to be higher CPA (cost per 
conversion) for female users for one campaign (notably with a higher CTR for female users) and 
advertiser targeting to male-only users for the other. 
 



Gorillas Mislabeling: In June 2015, a web developer posted on Twitter that Google Photos had 
tagged an image showing him and a friend at a concert with the label, Gorillas. “Of all terms, of all 
the derogatory terms to use,” Alciné said later, “that one came up.” According to a post mortem, 
Google executives noticed Alciné’s tweets within one hour. A Googler reached out through Twitter 
for permission to access the user’s photos; the issue was identified and resolved. In the short term, 
the Photos team stopped suggesting the “Gorillas” tile in the Explore page and stopped showing 
Search results for queries relevant to gorillas; in the long term, the team pledged to investigate the 
image annotation models that generate gorilla label false positives and work on the image 
annotation pipeline and quality evaluation processes. 
 

  Instant Checkmate  Sunlight Study  Ad Fisher Study  Gorillas 
Mislabelling 

Affected Party  Individuals with 
names associated 
with black 
individuals 

Health, Race, 
Religion, Sexual 
Orientation, 
Finances 

Women  Black users 

Property  Search Ads  Gmail Ads  Display Ads  Photos 

Reporting Date  2013  2015  2015  2015 

Reporting 
Mechanism 

Article  Academic Paper  Academic Paper  Twitter 

Veracity  Unknown  Unknown  True  True 

Root Cause  Unknown (many 
possible causes if 
true) 

Unknown (many 
possible causes if 
true) 

higher eCPM; 
advertiser targeting 
to an all-male 
remarketing list 
(was Unknown until 
recent 
investigation) 

Difficult photo to 
classify; user 
testing did not flag 
sensitivity of 
labeling humans as 
gorillas 

External 
Comms 

Reactive statement 
(specific) + 
background points 

Reactive statement 
(specific) + 
background points 

Reactive statement 
(general) + 
background points 

Reactive statement 
(specific) + 
background points 

Product/Policy 
Change 

Unsure (no longer 
serve ads based on 
proper names in 
some countries, but 
not sure what 
prompted change) 

Yes (changes to 
Gmail ad targeting 
process) 

No change 
(non-interference) 

Yes (restrictions on 
the use of “gorillas” 
in the product) 

Trust & Safety 
Involved 

Yes  Yes  Yes  Yes 

Table 1. Summary Table for Examples 



Common Themes 
The following themes emerged from our investigations: 

1. Prior Testing: Limited or no testing had been done to identify or prevent these issues before 
they were reported. 

2. Reproducibility: The alleged behavior was difficult to reproduce for the allegations related to 
ads, but easy to reproduce for the other allegations. For example, it is difficult to reproduce 
specific effects after the fact because the specific ad may have changed, and the set of all 
ads currently in the auction has changed. 

3. Reporting Mechanism: Reporters went through highly visible channels such as Twitter or 
academic publication, in all cases. Some of these channels such as academic publications 
had long time delays, which made the issues harder to investigate. 

4. Responsiveness: Google was generally highly responsive in investigating and addressing the 
claims, both in terms of policy/product changes and in terms of external communications. 

5. Product or Policy Change: Product policy and/or product behavior were changed in 
response to several allegations. 

6. Internal Alignment: Product policy, product behavior, and public relations goals were not 
fully aligned, in some cases. 

7. Central Stakeholders: In most cases, Trust and Safety (previously PQO) was heavily involved 
in the resolution of the allegation, and Trust and Safety Product Policy had relevant product 
policies in place (although in some cases modification or interpretation was necessary).  In 
most cases, Communications was also involved. 

Recommendations 
Based on our observations, the following three issues are particularly worthy of further attention: 
 

1. Coherent Cross-Product Position. Many of the policies and strategies currently in place to 
limit algorithmic bias appear to have evolved organically and locally to product teams. 
Further, product behavior, product policy, public relations goals, and public policy goals are 
not always fully aligned. While a uniform policy is unlikely to be appropriate, a more 
consistent and coherent set of cross-product policies would be extremely valuable. 

2. Systematic Testing. Google would benefit from a systematic approach to reducing and 
testing for algorithmic bias. This approach would cover issues such as general mechanisms 
to automatically flag potential issues (with the recognition that this is a significant technical 
challenge, especially for complex systems such as ads), and diverse samples for training 
and testing data sets. 

3. Improved External Reporting Mechanisms. External reporters are currently using highly 
visible mechanisms to report issues. A direct reporting mechanism for algorithmic bias 
issues may result in Google receiving more information about these issues in a more timely 
fashion, improving Google’s ability to reproduce the instance, respond and also decrease 
external visibility. 
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PRIVILEGED AND CONFIDENTIAL  
 

COMMS DOC: ML FAIRNESS 
POC: charinac@ and jasonf@ 

 
 
GOALS 
 

As an AI-first company, Google aims to develop the benefits of machine learning for everyone. Building 
inclusive algorithms, datasets, and products is crucial to this mission. 
 
Communications on the topic should do one or more of the following:  

● Show that Google has diverse teams working on machine learning 
● Share models, tools, datasets, and research that other organizations and individuals can use to 

inform their own efforts 
● [INTERNAL ONLY] Outline product challenges and internal processes to ensure Google products 

are inclusive  
 
All communications should follow Legal best practices on ML fairness.  
 
 
CAN I GIVE A TALK ON THE TOPIC?  
 

 
 
 

https://docs.google.com/document/d/1ru5yMxsBfZkdyTlytO_kjN881lJoaUJyDRhdHFZ2Smg/edit


 

KEY TALKING POINTS  
 

As an AI-first company, Google aims to develop the benefits of machine learning for everyone. Building 
inclusive machine learning algorithms is crucial to this mission. We've been doing a lot of work in this 
area, including: 
 
Fairness: 

● Equality of opportunity (Hardt et al. NIPS 2016) 
● Adding constraints into training (Cotter et al. NIPS 2016) 
● Designing fair auctions (Bateni et al. EC 2016, Goel et al. LIPics 2016) 
● Using machine learning to help bust gender bias in media (Geena Davis Inclusion Quotient) 

 
Explainability / interpretability: 

● Designing transparent machine learning (Gupta et al. JMLR 2016, Gupta et al. NIPS 2016) 
● Visualizing what an ML system is learning ("interlingua" in multi-lingual neural translation , 

Smilkov et al., 2016 and open-sourced tool) 
● The ability to debug a deep learning system (Sundararajan et al., ICML 2017) 

 
Openness:  

● Democratizing use of machine learning through education tools like TensorFlow playground and 
AIY projects 

● Hosting a wide variety of machine learning interns, residents, and professors each year with great 
outside perspectives and opportunities to exchange ideas 

● Open-sourcing our ML library TensorFlow so it’s easier for everyone to participate in this process, 
including dozens of open-source add-ons for particular tasks 

● Sharing dozens of datasets across a range of domains, from images to videos to text to speech 
 
 
COMMUNICATIONS CALENDAR 
 

Date Channel and message(s)  

Jun 10, 2017 ML Fairness at Legal Hot Topics [INTERNAL ONLY]; talking points, deck 

Jul 2017 Science magazine on ML interpretability; briefing doc 

July 10, 2017 PAIR launch; comms doc 

Aug 17, 2017 TGIF on fairness in ML systems 

Aug 2017 NYT Magazine on ML interpretability 

Aug 2017 (mid-month) ML education externalization efforts; go/mle-status 

Aug 29, 2017 R/MI Inclusion Summit 

Aug - Dec 2017 Various research papers posted 

Sep 2017 TBD ML Fairness at TGIF [INTERNAL ONLY]  

Sep 2017 ProFair policies and process in TL;DR [INTERNAL ONLY]  

Nov 2017 Research at Google Conference [INTERNAL ONLY]  

https://docs.google.com/document/d/1iEaNb6x10VcESvNL_qcYrdv0sge090BrZ3Ob44HbPvs/edit
https://docs.google.com/document/d/1DGeGXNTKPABePIiYWlSxPzL4UoSBvOvsQuzf82dUjVU/edit
https://docs.google.com/document/d/1XOwHLZdsR36zUc04IlpuCAZX0e3Ao3m60exj2vrj3Hw/edit
https://docs.google.com/presentation/d/1YF-NXpvItjbaFTt_t_tyVGFcNiZyIdLdA2zUMv9ZiPs/edit#slide=id.g46361783b_00
https://papers.nips.cc/paper/6374-equality-of-opportunity-in-supervised-learning
https://docs.google.com/presentation/d/1YF-NXpvItjbaFTt_t_tyVGFcNiZyIdLdA2zUMv9ZiPs/edit#slide=id.g46361783b_00
http://projector.tensorflow.org/
https://arxiv.org/abs/1703.01365
http://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.81053&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false
http://www.jmlr.org/papers/v17/15-243.html
https://research.googleblog.com/2016/11/zero-shot-translation-with-googles.html
https://www.tensorflow.org/
https://research.google.com/pubs/pub45749.html
http://seejane.org/research-informs-empowers/data/
https://papers.nips.cc/paper/6377-fast-and-flexible-monotonic-functions-with-ensembles-of-lattices
https://research.googleblog.com/2016/10/equality-of-opportunity-in-machine.html
http://go/mle-status
http://projector.tensorflow.org/
https://papers.nips.cc/paper/6377-fast-and-flexible-monotonic-functions-with-ensembles-of-lattices
https://papers.nips.cc/paper/6316-satisfying-real-world-goals-with-dataset-constraints
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2789380
http://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.81053&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false
https://arxiv.org/pdf/1611.05469v1.pdf


 

Template deck will include a slide to outline key actions in that project 
towards inclusion  

FAQS 
 

What is Google doing to make sure the machine learning tools you develop are inclusive?  
As an AI-first company, Google aims to develop the benefits of machine learning for everyone. Building 
inclusive machine learning algorithms is crucial to this mission. We've been doing a lot of work in this 
area, including: 

● Fairness: equality of opportunity (Hardt et al. NIPS 2016), adding constraints into training (Cotter 
et al. NIPS 2016), designing fair auctions (Bateni et al. EC 2016, Goel et al. LIPics 2016), using 
machine learning to help bust gender bias in media (Geena Davis Inclusion Quotient) 

● Explainability / interpretability: designing transparent machine learning (Gupta et al. JMLR 
2016, Gupta et al. NIPS 2016), visualizing what an ML system is learning ("interlingua" in 
multi-lingual neural translation, Smilkov et al., 2016 and open-sourced tool), and the ability to 
debug a deep learning system (Sundararajan et al., ICML 2017) 

● Openness: democratizing use of machine learning through education tools like TensorFlow 
playground, hosting a wide variety of machine learning interns, residents, and professors each 
year with great outside perspectives and opportunities to exchange ideas, open-sourcing our ML 
library TensorFlow so it’s easier for everyone to participate in this process.  

 
[INTERNAL ONLY] A number of people from R/MI, Privacy, Policy, Legal, Communications, People Ops, 
and various product areas are working together on many of these issues in the ML Fairness project. 
Check out go/ml-fairness to learn more, and to get involved.  
 
Neural net models are a black box, right? And there’s a tradeoff between interpretability and 
accuracy?  
First of all, humans aren’t very good at explaining their decision-making either! 
 
Second, in machine models, complexity and interpretability are not necessarily opposed. It’s true in 
general that complex neural net models can achieve more accurate results, and can be harder to 
interpret, than simpler models. However, seemingly simple models like regression, especially when used 
in systems at scale, can also be difficult to interpret. For example, correlations between variables, 
variables of different units and magnitudes, and larger systems made of many models chained together 
can all make it challenging or even infeasible to untangle the effects of individual variables in "simple" 
models. 
 
Second, neural net models are not inherently uninterpretable—we are just still developing the tools to 
probe and understand them. We are making progress, for example designing transparent machine 
learning (Gupta et al. JMLR 2016, Gupta et al. NIPS 2016), visualizing what an ML system is learning 
("interlingua" in multi-lingual neural translation, Smilkov et al., 2016 and open-sourced tool), and the 
ability to debug a deep learning system (Sundararajan et al., ICML 2017).  
 
What Google programs exist to increase my awareness and sensitivity to diversity and inclusion 
issues?  
[INTERNAL ONLY] 

● Unconscious Bias and Bias Busting training (go/unbiasing) 
● Sojourn—a new course offering that aims to improve the racial and gender climate at Google 

(go/sojourn; in 2017 only available in the Bay Area; in 2018 plans to scale to 5-7 other US offices) 
● Integrating Inclusion (I2) - go/intergratinginclusion 

 
 

https://research.googleblog.com/2016/10/equality-of-opportunity-in-machine.html
http://projector.tensorflow.org/
http://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.81053&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false
https://unbiasing.googleplex.com/
http://www.jmlr.org/papers/v17/15-243.html
https://www.tensorflow.org/
https://research.googleblog.com/2016/11/zero-shot-translation-with-googles.html
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2789380
https://arxiv.org/abs/1703.01365
https://sojourn-167918.googleplex.com/
https://research.googleblog.com/2016/11/zero-shot-translation-with-googles.html
http://www.jmlr.org/papers/v17/15-243.html
http://projector.tensorflow.org/
https://papers.nips.cc/paper/6377-fast-and-flexible-monotonic-functions-with-ensembles-of-lattices
http://seejane.org/research-informs-empowers/data/
https://papers.nips.cc/paper/6377-fast-and-flexible-monotonic-functions-with-ensembles-of-lattices
https://papers.nips.cc/paper/6377-fast-and-flexible-monotonic-functions-with-ensembles-of-lattices
https://papers.nips.cc/paper/6316-satisfying-real-world-goals-with-dataset-constraints
https://arxiv.org/pdf/1611.05469v1.pdf
https://papers.nips.cc/paper/6374-equality-of-opportunity-in-supervised-learning
http://projector.tensorflow.org/
https://research.googleblog.com/2016/11/zero-shot-translation-with-googles.html
http://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.81053&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false
https://papers.nips.cc/paper/6316-satisfying-real-world-goals-with-dataset-constraints
https://arxiv.org/pdf/1611.05469v1.pdf
http://www.jmlr.org/papers/v17/15-243.html
http://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.81053&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false
https://research.googleblog.com/2016/10/equality-of-opportunity-in-machine.html
https://arxiv.org/abs/1703.01365
https://research.google.com/pubs/pub45749.html
http://projector.tensorflow.org/
https://papers.nips.cc/paper/6377-fast-and-flexible-monotonic-functions-with-ensembles-of-lattices
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This is Rasmus...



LASER

Rasmus noticed lack of resolution on Danish music...

Poor regional recommendations:
● L.O.C. Danish rapper band
● D.A.D. Danish rock band
● Recommendations: 

dominated by generic 
Danish head artists

Similar phenomenon in many 
other regions.
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Pop
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Known: Recommender quality inconsistent across movies

Error (RMSE)

Genre
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We don’t represent users/items equally!
Per-User Prediction Accuracy
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Error (MSE)

Per-Movie Prediction Accuracy
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Error (MSE)

Wanted: A model that predicts well 
for all users and all items.



Confidential & Proprietary

Why does this happen?
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The Recommendation Problem
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The Recommendation Problem

Given: Observed (user, item) ratings
Find: A model that predicts the missing 
ratings well5

3

1

2

1

5
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3

?
?

?

?
?

?

?
?

Users

Items

Used throughout Google:
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Power Law of Observations

Images from http://konect.uni-koblenz.de/networks/movielens-10m_rating

RMSE considers all observations equally:

Therefore it values users and movies with more 
ratings far more than others with less ratings.

That is, “Globally optimal” is more focused on 
popular, mainstream movies than niche ones.

User Degree Distribution
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Approach

1. Focus Selection - Where should the additional models focus?
2. Focused Learning - How can learn a new model to improve 

prediction on a subset of the data?
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Approach

1. Focus Selection - Where should the additional models focus?
2. Focused Learning - How can learn a new model to improve 

prediction on a subset of the data?Subset of columns
Movies

U
se

rs

Movies

U
se

rs

Subset of rows
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Approach

1. Focus Selection - Where should the additional models focus?
2. Focused Learning - How can learn a new model to improve 

prediction on a subset of the data?

Optimize:

Distinct training and focused validation data

Simple grid search
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Results: Focused by Movie Spectra
Global Focused % Improvement
1.1138 1.0212 8.314
1.0032 0.9408 6.223
0.9862 0.9450 4.174
0.9299 0.9053 2.648
0.9060 0.8908 1.679
0.8764 0.8711 0.602
0.8576 0.8552 0.279
0.8333 0.8325 0.098
0.8090 0.8090 0.003
0.7953 0.7953 0.000

Focused λ Unfocused λ
15 150
15 150
15 60
15 60
15 60
30 60
30 60
30 60
30 60
30 30
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Results: Focused by User

Percentile Global Focused % Improvement
0%-1% 1.9989 1.9664 1.629

0%-10% 1.4192 1.4107 0.596
10%-20% 1.1177 1.1112 0.581
20%-30% 0.9824 0.9769 0.553
30%-40% 0.8834 0.8782 0.587
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Conclusion

1. “Globally optimal” is not 
best for everybody.

2. Learn additional models 
focused on problematic 
regions.

“Myth of the average user!”

Per-User Prediction Accuracy
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Contact me:
edchi@
go/sir

Fight the long-tail with 
different representations!

Per-User Prediction Accuracy
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Goals 
Our goal is to create a company-wide definition of algorithmic unfairness that: 

1. Articulates the full range of algorithmic unfairness that can occur in products. This 
definition should be robust across products and organizational functions. 

2. Establishes a shared understanding of algorithmic unfairness for use in the development of 
measurement tools, product policy, incident response, and other internal functions.  1

3. Is broadly consistent with external usage of the concept. While it is not a goal at this time to 
release this definition externally, it should represent external concerns so that we can ensure 
our internal functions address these concerns. , ,  2 3 4

Non-Goals 
The following are not goals for this document: 

1. Specify whether and how Google will take action on potential instances of unfairness that 
involve the use of an algorithm. This will fall instead to product policy. 

2. Describe the consequences of algorithmic unfairness and why they matter. 

Definition 
“algorithmic unfairness” means unjust or prejudicial treatment of people that is related to sensitive 
characteristics such as race, income, sexual orientation, or gender,  through algorithmic systems or 5

algorithmically aided decision-making. 

1 The discussion in Lipton (2016) suggests that instances that present as identical product behavior may upon investigation be 
revealed to have substantially different root causes and therefore require different remediations. Because the nature of an instance 
may not be evident a priori, a wide range of instances are likely to be reported and investigated together. (Zachary Chase Lipton. The 
Deception of Supervised Learning. KDnuggets News 16:n33, September 2016.) 
2  Peter Swire. Lessons from Fair Lending Law for Fair Marketing and Big Data. Future of Privacy Forum, and presented before the 
Federal Trade Commission Workshop on “Big Data: A Tool for Inclusion or Exclusion?” (2014). 
3  Solon Barocas and Andrew D. Selbst. Big Data’s Disparate Impact. 104 California Law Review 671 (2016). 
4  ACM US Public Policy Council. Statement on Algorithmic Transparency and Accountability. January 12, 2017. 
5  This list is not intended to be exhaustive, and additional examples of sensitive characteristics appear in the FAQ. 
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http://peterswire.net/wp-content/uploads/FairMarketingLessons_WhitePaperFTC.final_.pdf
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2477899
https://www.acm.org/binaries/content/assets/public-policy/2017_usacm_statement_algorithms.pdf
http://www.kdnuggets.com/2016/09/deception-of-supervised-learning.html
http://www.kdnuggets.com/2016/09/deception-of-supervised-learning.html
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Scope 
The following are in scope for algorithmic unfairness: 
 
In algorithms that drive predictive systems (e.g., personalization or device financing), this definition 
encompasses automated actions significantly adverse to the interests of a user or group of users,  6

on the basis of a characteristic that is sensitive in the context of a particular interaction. 
 
In algorithms that drive representational systems (e.g., search), this definition encompasses the 
implied endorsement of content likely to shock, offend, or upset users sharing a sensitive 
characteristic, or to reinforce social biases.  7

 
The following are not in scope for this definition but may be covered by other internal definitions and 
policies: 

1. Biased content, for example user-generated content that appears in products (while the 
content itself is not in scope, the algorithmic handling of such content may be in scope) 

2. Insensitive designs which occasion unfairness, and/or interface designs that are less usable 
by groups with sensitive characteristics 

3. Google’s internal decisions such as hiring or compensation, which may be influenced by 
algorithms 

Test Cases for Scope 
The following are illustrative examples of what is (and is not) in scope for algorithmic unfairness. Of 
the examples that are in scope, a subset may be determined by product policy to require 
remediation. 

Google Display Ads for High-Paying Jobs 
CMU published a study in 2015 with experiment-based observations, arguing that Google’s ad 
serving system perpetuates gender bias on the basis of two campaigns that were found to target 
high salary jobs at male users on the Times of India website.  The effect was highly sensitive to the 8

ads from this particular service, and the same effect was not reproduced in several other 
experiments by the same authors. The cause was found to be higher CPA (cost per conversion) for 

6  This includes effects which are small for a single instance but have a significant cumulative effect. As Greenwald et al. observe, 
statistically small effects can have substantial societal impact when they apply to many people, or if they apply repeatedly to the 
same person. (Anthony G. Greenwald, Mahzarin R. Banaji, and Brian A. Nosek. Statistically small effects of the Implicit Association 
Test can have societally large effects. Journal of Personality and Social Psychology, 108:553–561, 2015.) 
7  Note that even small reinforcement biases in systems can be magnified via positive feedback loops, since biased representations 
can influence human behavior which is in turn fed back into training data for those systems. 
8  Amit Datta, Michael Carl Tschantz, and Anupam Datta. Automated Experiments on Ad Privacy Settings. PETS 2015, pp. 92-112, 
June 2015. 
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female users for one campaign (notably with a higher CTR for female users) and advertiser targeting 
to male-only users for the other.  9

 
In scope for algorithmic unfairness. In the first case, bias in user behavior trained the system to have 
biased targeting. In the second case, advertiser-selected criteria were related to a sensitive 
characteristic. 

Facebook Computation of Unregulated FICO Scores 
Researchers raised concerns in 2015 about Facebook computing non-regulated credit scores based 
on user activity.  One substantial issue they commented on is that credit scores are regulated by 10

the Equal Credit Opportunity Act of 1974, which prohibits creditors from discriminating against 
applicants on the basis of race, religion, national origin, sex, marital status, age, or receiving public 
assistance; however, the non-regulated scores did not appear to have such restrictions.  11

 
In scope for algorithmic unfairness. Based on the user’s behavior, the system automatically 
computed sensitive characteristics that could adversely affect their financial opportunities. 

Chumhum Suppression of Businesses in High-Crime Areas 
An episode of the primetime television drama “The Good Wife” featured a tortious interference case 
against a fictional search engine company (Chumhum) for releasing a maps application that 
suppressed businesses in high crime areas.  12

 
In scope for algorithmic unfairness. Content was excluded by an algorithm in a way that 
disproportionately affected people who owned businesses in neighborhoods correlated with the 
sensitive characteristics race and income. 

West African Spam Filters 
An external researcher poses the following: “One question is whether the design of spam filters 
could make certain individuals more susceptible to having their legitimate messages diverted to 
spam folders. For example, does being located in a hotbed of Internet fraud or spam activity, say 
West Africa (Nigeria or Ghana) or Eastern Europe, create a tendency for one’s messages to be 
mislabeled as spam?”  13

 
In scope for algorithmic unfairness. In this hypothetical, the system learns associations and 
downgrades or excludes content related to sensitive characteristics such as national origin and 
race. 

9  Giles Hogben, Alex McPhillips, Vinay Goel, and Allison Woodruff. Allegations of Algorithmic Bias: Investigation and Meta-Analysis. 
September 2016. go/allegations-of-algorithmic-bias 
10 Tressie McMillan Cottom. Credit Scores, Life Chances, and Algorithms. May 30, 2015. 
11 Astra Taylor and Jathan Sadowski. How Companies Turn Your Facebook Activity Into a Credit Score: Welcome to the Wild West 
of Data Collection Without Regulation. The Nation, May 27, 2015. 
12 The Good Wife, Episode “Discovery”. CBS, first aired November 22, 2015. 
13 Jenna Burrell. How the machine “thinks”: Understanding opacity in machine learning algorithms. Big Data & Society 3(1):1-12, 
2016. 
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Google Photos Use of Gorillas Label 
In June 2015, a web developer posted on Twitter that Google Photos had tagged an image showing 
him and a friend at a concert with the label “Gorillas”. “Of all terms, of all the derogatory terms to 
use,” Alciné said later, “that one came up.” According to a post mortem, Google executives noticed 
Alciné’s tweets within one hour. A Googler reached out through Twitter for permission to access the 
user’s photos, and the issue was identified and resolved. In the short term, the Photos team stopped 
suggesting the “Gorillas” tile in the Explore page and stopped showing Search results for queries 
relevant to gorillas; in the long term, the team pledged to investigate the image annotation models 
that generate false positives for the gorilla label and work on the image annotation pipeline and 
quality evaluation processes.  14

 
In scope for algorithmic unfairness. The system drew an incorrect inference that is offensive to 
members of a given race. 

Autocomplete Results for Trayvon Martin 
In 2013, Autocomplete results showed negative results for Travyon Martin (e.g., “drug dealer”), but 
more positive results for George Zimmerman (e.g., “hero”).  15

 
In scope for algorithmic unfairness. The system processed and showed offensive content from 
users, in a way that could be seen to reinforce existing social biases regarding race. 

Google Search Results for Black Girls & Pornography 
In 2013, a researcher expressed concern that search queries on Google for “black girls” historically 
yielded a high percentage of pornography.  16

 
In scope for algorithmic unfairness. The system showed results that are offensive and reinforce 
existing social biases regarding race. 

Google Image Search Results for Physicists 
Google image search results for “physicist” show predominantly men. In reality, roughly 20% of 
physicists are women. First, imagine that the image search results show 1% women. Second, 
imagine instead that the image search results show 20% women. 
 
In scope for algorithmic unfairness. In the first case, when the image search results show only 1% 
when the reality is 20%, the system is amplifying an existing bias in society. In the second case, when 
the image search results show a percentage similar to the current reality, the system is reflecting an 

14 Giles Hogben, Alex McPhillips, Vinay Goel, and Allison Woodruff. Allegations of Algorithmic Bias: Investigation and Meta-Analysis. 
September 2016. go/allegations-of-algorithmic-bias 
15 Safiya Umoja Noble. Trayvon, Race, Media and the Politics of Spectacle.The Black Scholar. 44(1):12-29, Spring 2014. 
16 Safiya Umoja Noble. Google Search: Hyper-visibility as a Means of Rendering Black Women and Girls Invisible. InVisible Culture: 
Issue 19, October 29, 2013. 
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existing bias in society. Both cases fall in scope for algorithmic unfairness because they reinforce a 
stereotype about the role of women in a scientific discipline. However, while both are in scope for 
algorithmic unfairness, remediation may be more likely in the former case. (As with the other cases, 
whether and how to remediate would fall to product policy.) 

Microsoft Kinect 
News media in 2010 and 2017 reported on developers and users of Microsoft's Kinect experiencing 
difficulties with facial recognition or motion detection for users with dark skin in low light conditions. 
Affected users could not use certain system functions including automatic sign in to the user's 
profile,  or use software that required motion detection to function.  17 18

 
In scope for algorithmic unfairness. The predictive system performed poorly for users with dark skin, 
which is associated with the sensitive characteristic race. Users considering purchasing the Kinect 
or software that requires the Kinect would be unlikely to suspect that their skin color might make it 
difficult or impossible to use advertised features (such as automatic login using facial recognition, 
gestural menu interactions, motion controlled gaming). Gaming hardware and software purchases 
are commonly non-refundable after being opened, so a user who realized the Kinect or its software 
could not track them would be left with a non-functional product they could not return. 

Survivalist Game on the Play Store 
In January of 2016, a series of Twitter posts and a Change.org Petition raised concerns about a 
Survivalist game on the Play Store, claiming it gamified killing aborigines. 
 
Not in scope for algorithmic unfairness. There were concerns that the content was offensive, but an 
algorithm was not involved. 

Airbnb Acceptance Rates 
Researchers from the Harvard Business School conducted an experiment on Airbnb and found that 
applications from guests with distinctively African-American names were less likely to be accepted 
relative to identical guests with distinctively white names. The study could not identify whether the 
unfairness was based on race, socioeconomic status, or some other factor.  19

 
Not in scope for algorithmic unfairness. The unfairness was on the part of individual users (“sellers” 
on Airbnb) and there was no algorithmic component to the unfairness. While this is out of scope for 
algorithmic unfairness, Airbnb did however recognize that their design choices unrelated to 
algorithms could be facilitating unfair behavior. Accordingly, it pursued non-algorithmic 
remediations, such as modifying its user interface design and its end user policy.  20

17  Brendan Sinclair. Kinect has problems recognizing dark-skinned users? Gamespot, 2010. 
18 Andy Trowers. How We Accidentally Made a Racist Videogame. Kotaku, 2017. 
19 Benjamin Edelman, Michael Luca, and Dan Svirsky. Racial Discrimination in the Sharing Economy: Evidence from a Field 
Experiment. Harvard Business School NOM Unit Working Paper (16-069), 2015. 
20 Laura W. Murphy. Airbnb’s Work to Fight Discrimination and Build Inclusion: A Report Submitted to Airbnb. September 2016. 
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FAQ 
Is personalization the same as algorithmic unfairness? 
Generally, no. Personalization is algorithmic behavior that presents different results to different 
users. Personalization is very often beneficial to users and is not necessarily unfair. In fact, 
personalization may sometimes remediate unfairness by identifying an individual’s interests more 
precisely than would the use of a sensitive characteristic.  However, in some cases personalization 21

may be strongly associated with a sensitive characteristic in a way that causes significant harm to a 
user or users, in which case it would be algorithmic unfairness. 
 
Can any characteristic be sensitive? 
No. For example, “people who like yellow” or “people with pets” are unlikely to be sensitive.  22

 
Which characteristics are sensitive? 
Sensitive characteristics may be determined by legal considerations or by more broad principles. 
Legally determined characteristics may vary by jurisdiction, sector, or other factors. Sensitive 
characteristics determined by more broad principles are especially likely to include characteristics 
that are associated with less privileged or marginalized populations (particularly when such 
characteristics are immutable), may be socially undesirable, or may be associated with civil liberties. 
 
Specific examples may include race/ethnic origin, gender identity, sexual orientation, religion, 
political party, disability, age, nationality, veteran status, socioeconomic status (including caste and 
homelessness), and immigrant status (including refugee and asylum seeking status). Further, there 
may be emergent sensitive characteristics for which we do not yet have a name, or which we have 
not yet anticipated.  23

 
Are proxies for sensitive characteristics covered? 
Yes. Proxies are characteristics that are highly correlated with a sensitive characteristic. Actions 
based on close proxies for sensitive characteristics are in scope for further investigation. For 
example, if interest in hip-hop music is highly correlated with being Black, targeting users who like 
hip hop music may result in algorithmic unfairness based on race, regardless of intent. 
 
If a system’s behavior is caused by societal bias, can it still be algorithmic unfairness? 
Yes. Societal bias that is reflected in algorithmic behavior is a central issue in the external public, 
media, and regulatory concerns about algorithmic unfairness. , , ,  Additionally, one often doesn’t 24 25 26 27

21 James C. Cooper. Separation and Pooling. George Mason Law & Economics Research Paper No. 15-32, March 2016. 
22 http://civilrights.findlaw.com/civil-rights-overview/what-is-discrimination.html 
23 danah boyd, Karen Levy & Alice Marwick, The Networked Nature of Algorithmic Discrimination. In Seeta Peña Gangadharan, 
Virginia Eubanks, and Solon Barocas (eds), Data and Discrimination: Collected Essays. Washington, D.C.: Open Technology Institute, 
New America Foundation, pp. 53-57, 2014. 
24 Tarleton Gillespie. The Relevance of Algorithms. In Media Technologies: Essays on Communication, Materiality, and Society, 
edited by T. Gillespie, P. Boczkowski, and K. Foot. MIT Press, Cambridge, MA, 2012. 
25 Solon Barocas and Andrew D. Selbst. Big Data’s Disparate Impact. 104 California Law Review 671 (2016). 
26 Executive Office of the President. Big Data: Seizing Opportunities, Preserving Values. May 2014. 
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know the root cause of algorithmic unfairness without an investigation, so any real-world process 
(e.g., incident response) is best served by encompassing a wide range of potential causes. 
Accordingly, this definition covers a wide range of sources, from machine learning classification 
errors to societal bias. However, the nature of the root cause may affect product policy’s position on 
whether or how a given algorithmic behavior should be addressed. 
 
If a representation is factually accurate, can it still be algorithmic unfairness? 
Yes. For example, imagine that a Google image query for “CEOs” shows predominantly men. Even if 
it were a factually accurate representation of the world, it would be algorithmic unfairness because it 
would reinforce a stereotype about the role of women in leadership positions. However, factual 
accuracy may affect product policy’s position on whether or how it should be addressed. In some 
cases, it may be appropriate to take no action if the system accurately affects current reality, while in 
other cases it may be desirable to consider how we might help society reach a more fair and 
equitable state, via either product intervention or broader corporate social responsibility efforts. 
 
If a system’s behavior is not intended, can it still be algorithmic unfairness? 
Yes. If the behavior is unfair, it meets the definition regardless of the root cause. 
 
If unfairness is executed by an algorithm but is the result of a human decision, can it still be 
algorithmic unfairness? 
Yes. For example, if a human chooses unfair keywords for ads and those choices result in unfair 
algorithmic choices of what ads to show to a user or users, that would fall within the scope of 
algorithmic unfairness. 
 
Does this definition include the use of data by multiple parties? 
Yes. For instance, decisions which may result in data being provided to third parties via APIs, being 
sold to third parties, or acquired via federated identity should consider the possibility that that data 
could be used to power unfair algorithmic decision-making. 
 
What is the relationship between this definition of algorithmic unfairness and the fairness measure 
in Hardt et al. (2016)? 
The fairness measure in Hardt et al. (2016)  is a statistical guarantee that, in general, members of 28

one category are classified with the same accuracy as members of another category. For example, if 
Black people who apply for credit cards are classified with lower accuracy than white people (e.g., 
Black people who would actually repay their loans are wrongly classified as bad credit risks), the 
fairness measure in Hardt et al. (2016) would find that to be a problem. However, if most people who 
happen to have a particular sensitive characteristic are correctly classified as being very likely to 
default on their credit cards (regardless of whether that classification is done based on that 
sensitive characteristic or based on some other associated variable), the Hardt et al. (2016) measure 
would not detect it as an issue. Therefore, the fairness measure in Hardt et al. (2016) statistically 
tests for a certain type of machine learning classification error that would constitute a specific type 
of algorithmic unfairness, encompassing some but not all of the cases covered by the current 
definition. 

27 ACM US Public Policy Council. Statement on Algorithmic Transparency and Accountability. January 12, 2017. 
28 Moritz Hardt, Eric Price, and Nathan Srebro. Equality of Opportunity in Supervised Learning. arXiv.org, October 2016. 
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Imagine that a search engine company launches a maps application 
that directs users away from neighborhoods with high crime rates, 

and hides businesses located in those neighborhoods

— The Good Wife, Episode “Discovery” (November 29 2015)



algorithmic unfairness—unjust or prejudicial 
treatment of people that is related to sensitive 
characteristics such as race, income, sexual 
orientation, or gender, through algorithmic 
systems or algorithmically aided decision-making

Source: A. Woodruff & A. Schou. Definition of Algorithmic Unfairness. March 2017.
go/algorithmic-unfairness-definition

http://go/algorithmic-unfairness-definition


Mounting External Public & Regulatory Pressure



Efforts Across Google

… and many more!

v

Security & Privacy

v

Machine Intelligence

v

Public Policy

v

Trust & Safety

example: go/ml-fairness

http://go/ml-fairness
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Overview

Participatory design 
workshops +
1:1 interviews

44 participants (Black, 
Hispanic, or low SES)

July-September 2016



Workshop 1 Low SES

Workshop 2 Black women

Workshop 3 Hispanic

Workshop 4 Black

Workshop 5 Low SES

SES based on an approximation 
of Glasmeier’s Living Wage 
Model (livingwage.mit.edu)

Participants

Location:  
San Francisco Bay Area (East Bay, San Francisco)

Occupations: 
Varied (e.g. teacher, public transportation driver, 
retail manager, tasker, line cook)

Ages: 
18-65



Workshop Structure (5 hours)

- Ice breaker (Peggy McIntosh’s “Invisible Knapsack”)

- Experiences with discrimination

- Discussion of algorithmic discrimination

- Meal

- For each of three scenarios
- Brief reactions

- Design activity (working independently)

- Share ideas & group discussion

- Concluding discussion











Scenario 1: High-Paying Job Ads
Inspired by A. Datta et al. Automated Experiments on Ad 
Privacy Settings. PETS 2015, pp. 92-112, June 2015.

A man visits a newspaper website and sees ads 
for high-paying jobs, while a woman visiting the 
same website sees ads for low-paying jobs

Scenario 2: Trayvon Martin Autocomplete
Inspired by S.U. Noble (2014). Trayvon, Race, Media and 
the Politics of Spectacle. The Black Scholar 44(1).

Autocomplete results for Trayvon Martin are 
negative, but those for George Zimmerman are 
positive

Scenario 3: Restaurant Finder
Inspired by The Good Wife, Episode “Discovery”. November 
29 2015.

A restaurant review app doesn’t show 
businesses in neighborhoods with a high crime 
rate

Scenarios



Analytic Approach

- Visual ethnography

- Transcripts

- Open coding

- Affinity clustering
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Unfamiliar but not Unfathomable

Most participants were not aware of algorithmic discrimination before 
the study, although...

- Occasional concerns about being targeted for low-income ads
- Some participants reported turning off location history to avoid racial profiling

Learning about it often elicited strong negative feelings, and evoked 
broader experiences with stereotyping…

- “It’s totally unfair, because not every woman’s the same” - P33
- “For me, it’s a negative, because they didn’t even base it on what I’ve done in the 

past, they’re just basing it on what they think I am” - P23

...but overall, unfamiliarity meant their perspectives were still malleable. 
Opinions shifted during the workshops as participants discussed them



Misunderstanding Scale and Impact of Algorithmic Systems

Few participants demonstrated understanding of how pervasive, 
autonomous, and dynamic algorithms are in everyday life

Echoing our prior Inference Literacy work, most participants presumed 
algorithms are:

- Small-scale
- Calculator-like tools that help human employees make inferences and decisions
- Based on simple rules

Reference: go/inference-literacy



Misunderstanding Scale and Impact of Algorithmic Systems, cont.

Even small statistical disparities in algorithmic decisions can perpetuate 
or increase inequalities in different groups’ life choices

- example: credit scoring (Fourcade & Healy, 2013)

Participants mostly disregarded this as a point of concern, describing 
small statistical inequalities as:

- Natural,

- Inevitable, and

- Impossible to fix



“It sounds fine to me...
I don’t expect perfection, of course.” 
— P43



Failure to appreciate the scale, impact, and nature of 
algorithmic unfairness is a major barrier for change: 
advocating for an issue requires acknowledging that it 
not only matters, but also that it can and should change



… but failure to appreciate scale and impact of 
predictive systems is coupled with a deep appreciation 
of the importance of representation



High Salience of Representational Consequences

Participants were aware and concerned about skewed portrayals of 
marginalized groups

- “If you really type in ‘two black teenagers’, you will see all mugshots of black boys. 
But with white teenagers, you will see them playing basketball, boy scout...It was 
crazy.” — P29

- “I already see it when I cut on the TV and see the way people are portrayed in the 
media. When I get on the computer, through searching Google I shouldn’t have to 
be subjected to racial stereotypes.” — P11

They felt popularity algorithms are not benign mirrors of the world: they 
amplify societal biases and increase the reach of stereotyping messages

- “Feeding into that stuff, to me, is going backwards. Even encouraging people to read 
about that stuff and feeding into those thoughts, there’s no need to feed.” - P22



Accountability

Many participants held the programmer accountable for an algorithm’s 
discrimination, even if the programmer had honest intentions

- “When you lack that diversity, they may not be able to input certain things into that 
equation...because they don’t know that reality.” — P20

- “People create the technology to do these things, so that’s why I say it stems from 
the writer.” — P29

They also often called out the role society played in creating the problem

Belief that companies could resolve the problem if they were motivated



“It's not really like a company being racist… it’s really just 
a machine, it's stats... It’s counting numbers, it's counting 
what we are all looking at. It's based on what we're looking 
at, not what Google wants you to look at… the problem is 
us, and what we have in our minds, so we can't really turn 
around and be like, ‘oh, Google did it.’” — P02



“I think that people that work for these 
companies… they can make the change tonight if 
they wanted to. It’s just a matter of how are they 
going to meticulously put everything so it will 
still benefit them in some aspect.” — P29



Journalistic Standards

Many said that Google has a responsibility to not knowingly present 
biased or opinion-based content when there are facts we could 
present instead 

In-product information processed by algorithms can give the 
impression that Google endorses a message



“I know it’s the popular searches, 
but still… it just seems like Google 
is… saying it themselves.” — P24



“It looks like Google’s the one that’s 
putting this out, and that’s what people 
would think. You know, that’s what I 
would think.” — P17



Algorithmic Unfairness Can Damage User Trust

Google is viewed a trusted source for information, but inaction risks 
appearing to endorse others’ discrimination by signal boosting it...

- “You guys are pretty much promoting this hate and promoting this 
deceit...that's not doing nothing but making everybody mad.” - P04

...or behaving beneath what users expect of Google
- “I’ve used Google a lot, it’s been my lifeline almost… maybe that’s why I’m even 

more offended that this is what was suggested. It’s like, come on, Google. I 
thought we were better than that.” - P24
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Isn’t it curious how nearly every person’s head 
falls along roughly the same horizon line?



It’s the result of the photographer being 
average height. From an outlier’s perspective, 
the world might look significantly less uniform.



This is a talk about 
the role of humans in 

machine learning.



But really it’s a talk about 
the role of humans in 

decision making.



“It’s true that they can follow instructions at superhuman speed, with 
superhuman fidelity and over unimaginable quantities of data. But these 
instructions don’t come from nowhere. Although neural networks might 
be said to write their own programs, they do so towards goals set by 

humans, using data collected for human purposes. If the data is skewed, 
even by accident, the computers will amplify injustice.”

— The Guardian



“It’s true that they can follow instructions at superhuman speed, with 
superhuman fidelity and over unimaginable quantities of data. But these 
instructions don’t come from nowhere. Although neural networks might 
be said to write their own programs, they do so towards goals set by 

humans, using data collected for human purposes. If the data is skewed, 
even by accident, the computers will amplify injustice.”

— The Guardian



Recidivism 
software is 
biased against 
black people

—

Machine Bias (ProPublica)

Researchers 
claim facial 
attributes predict 
criminality

—

Physiognomy’s New Clothes 
(Medium)

Photo-editing 
app makes faces 
look more 
caucasian

—

FaceApp apologizes for building a 
racist AI (TechCrunch)

More examples can be found on the Bias Busting for Machine G+ community

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
https://medium.com/@blaisea/physiognomys-new-clothes-f2d4b59fdd6a
https://medium.com/@blaisea/physiognomys-new-clothes-f2d4b59fdd6a
https://techcrunch.com/2017/04/25/faceapp-apologises-for-building-a-racist-ai/
https://techcrunch.com/2017/04/25/faceapp-apologises-for-building-a-racist-ai/
https://plus.google.com/communities/112938432893213894966


When we presume that human judgment can—or 
should—be removed from the loop, the result is an 

unconscious bias network effect. 

And we (Googlers) are just as susceptible to this effect as our users.



CREDIT

Latent Bias, Blaise Agüera y Arcas

Training data are 
collected and 

classified

http://go/latentbias
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Training data are 
collected and 

classified

Algorithms are 
programmed

Media are 
filtered, ranked, 
aggregated, or 

generated

People (like us) 
are programmed

Unconscious bias gets reinforced in the training data

Unconscious bias affects the way we collect and classify data, design, and write code



If we are going to make the world's information 
universally accessible and useful, we must strive to make 

the products we are developing—apps, infrastructure, 
models, and more—work for everyone.

Learn more at go/ml-fairness

http://go/ml-fairness


If we are going to make the world's information 
universally accessible and useful, we must strive to make 

the products we are developing—apps, infrastructure, 
models, and more—work for everyone.
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* For the purposes of this talk, the term “default” is used to represent the implicit attitudes a culture or society 
generally subscribes to, typically without conscious awareness. More information can be found here.

And unfortunately, we (humans) have a 
history of making product design 

decisions that are in line with defaults, 
and not with the needs of everyone.

https://en.wikipedia.org/wiki/Implicit_attitude


Female drivers are 47% more likely to be severely 
injured in an auto accident because, until 2011, 
female body-type crash test dummies weren’t 

required by the U.S. Department of Transportation.

SOURCE

Vulnerability of female drivers involved in motor vehicle crashes: an analysis of US 
population at risk, Bose, Segui-Gomez, and Crandall

Female dummy makes her mark on male-dominated crash tests (Washington Post)

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3222446/
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3222446/
https://www.washingtonpost.com/local/trafficandcommuting/female-dummy-makes-her-mark-on-male-dominated-crash-tests/2012/03/07/gIQANBLjaS_story.html?utm_term=.f2836bc1e9ad


Until the 1990’s, virtually all color calibration for color film 
was based on caucasian skin tones. It wasn’t until Kodak 
started receiving complaints from chocolatiers and wood 

furniture manufacturers that they began to invest research 
into supporting a broader range of brown tones.

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/


In the top 100 grossing U.S. live-action 
films from 2014–2016, male characters 

were seen and heard nearly twice as 
often as female characters.

SOURCE

Geena Davis Institute on Gender in Media

https://seejane.org/research-informs-empowers/data/


Where are these 
disconnects coming from?



Are automakers 
intentionally trying to 

harm women?

Was the decision to 
color balance for light 

skin overtly racist?

Are creatives in the film 
industry marginalizing 
women on purpose?



These are often the behaviors of rational 
actors making what seemed like ‘obvious’ 

choices, without malice or ill-will.

SOURCES

Why Heuristics Work, Gigerenzer

Rationality, Blume and Easley

Recommendations Implicit in Policy Defaults, McKenzie, Liersch, and Finkelstein

http://journals.sagepub.com/doi/abs/10.1111/j.1745-6916.2008.00058.x
http://www.dictionaryofeconomics.com/article?id=pde2008_R000277&q
http://journals.sagepub.com/doi/abs/10.1111/j.1467-9280.2006.01721.x


Take for example the 
case of “David”



Or was it “Diana”?



For the purposes of this study, it was both.

Participants watched a series of videos of babies. 
For each video, half of the participants were told 

a boy’s name, the other half a girl’s name.

SOURCES

Sex Differences: A Study of the Eye of the Beholder, Condry and Condry

Steven Pinker & Elizabeth Spelke | The Science of Gender & Science

https://www.jstor.org/stable/1128199?seq=1#page_scan_tab_contents
https://youtu.be/-Hb3oe7-PJ8


When the babies did something 
unambiguous, reports were not 
affected by the perceived gender.

If the baby clearly smiled, for example, everyone 
said the baby was smiling or happy.

SOURCES

Sex Differences: A Study of the Eye of the Beholder, Condry and Condry

Steven Pinker & Elizabeth Spelke | The Science of Gender & Science

https://www.jstor.org/stable/1128199?seq=1#page_scan_tab_contents
https://youtu.be/-Hb3oe7-PJ8


Then the babies played with a 
jack-in-the-box toy. When it suddenly 
popped up, the child was startled 
and jumped backward.

SOURCES

Sex Differences: A Study of the Eye of the Beholder, Condry and Condry

Steven Pinker & Elizabeth Spelke | The Science of Gender & Science

https://www.jstor.org/stable/1128199?seq=1#page_scan_tab_contents
https://youtu.be/-Hb3oe7-PJ8


“He’s angry”“She's afraid”

SOURCES

Sex Differences: A Study of the Eye of the Beholder, Condry and Condry

Steven Pinker & Elizabeth Spelke | The Science of Gender & Science

https://www.jstor.org/stable/1128199?seq=1#page_scan_tab_contents
https://youtu.be/-Hb3oe7-PJ8


And most of us would agree that 
it would be irrational behavior to 
treat a fearful child the same way 

we’d treat an angry child.



“If knowledge of a child's gender affects adults' perception of 
that child, then male and female children are going to elicit 

different reactions from the world, different patterns of 
encouragement. These perceptions matter, even in parents 
who are committed to treating sons and daughters alike.”

— Elizabeth Spelke

SOURCES

Steven Pinker & Elizabeth Spelke | The Science of Gender & Science

https://youtu.be/-Hb3oe7-PJ8


Same child, same reaction, 
different perception.

REPLICATION AND RELATED STUDIES

The Gender Stereotyping of Emotions, Plant, Hyde, Keltner, Devine

A comparison of observed and reported adult-infant interactions: Effects of perceived sex, Culp, Cook, Housley

Adult perceptions of the infant as a function of gender labeling and observer gender, Delk, Madden, Livingston, Ryan

Surprising Smiles and Unanticipated Frowns: How Emotion and Status Influence Gender Categorization, Smith, Lafrance, Knol, Moes

http://journals.sagepub.com/doi/abs/10.1111/j.1471-6402.2000.tb01024.x
http://link.springer.com/article/10.1007/BF00289787
http://link.springer.com/article/10.1007/BF00288229
https://www.researchgate.net/publication/275367746_Surprising_Smiles_and_Unanticipated_Frowns_How_Emotion_and_Status_Influence_Gender_Categorization


Human perception drives 
virtually every facet of 

machine learning.



I propose we* make machine-learning 
intentionally human-centered and 

intervene for fairness.

* We = Humans. This isn’t something any one company should be doing in isolation, but we’re in a good position to start.



Tenets
Designing for fairness



Be 
Accountable

01
We can’t take our hands 
off the steering wheel.
In rejecting the myth of neutral data, 
we are committing to be more 
conscious and conscientious.



Be 
Accountable

01
Present day
  ↳ Robots
  → ↳ Yada yada yada
  → → ↳ Future

Present day
  ↳ Humans
  → ↳ Still humans



Be 
Skeptical

02

Challenge assumptions at 
every turn.
We can’t blindly rely on the systems 
that underpin conventional wisdom.



Be 
Skeptical

02 Journalism
Fake news is indistinguishable

Customer reviews
Male reviews skew average scores

Standardized tests
SAT scores don’t predict grades

Medical science
Experiments over-recruit whites

Crime statistics
Racial profiling is real

https://www.vice.com/en_au/article/we-need-to-teach-kids-how-to-be-skeptical-of-the-internet
http://fivethirtyeight.com/features/men-are-sabotaging-the-online-reviews-of-tv-shows-aimed-at-women/
https://www.washingtonpost.com/news/answer-sheet/wp/2014/02/21/a-telling-study-about-act-sat-scores/?utm_term=.7d49ab157230
http://www.nytimes.com/2016/12/23/health/cancer-trials-immunotherapy.html
http://www.vanityfair.com/news/2016/07/data-police-racial-bias


Be 
Humane

03
Success metrics should 
bring out the best in 
human nature.
Standard engagement metrics confine 
people to whatever they’ve done 
before, rather than empowering what 
they’re capable of doing next.



Be 
Humane

03
Time well spent
timewellspent.io

Learning and expression

Exploration and connection

User-defined goals

http://www.timewellspent.io/


Be 
Humble

04
We don’t always know 
better.
The tech industry is in love with 
“disruption”, but frequently that 
means imposing a vision of the 
future onto users and expecting 
them to adapt.



Be 
Humble

04
“There are two ways to get people 
used to automation. The soft and 
fuzzy way, ... just keep reassuring 
people until they’re comfortable. 
And then there’s the second way: 
let the humans take control when 
they need to.”

— NPR

http://www.npr.org/sections/money/2015/07/29/427467598/episode-642-the-big-red-button


Augmenting

Supporting

Automating

Replacing

→     NOT     →

→     NOT     →



In practice 
An ML user journey in 12 phases



PHASE 01 We come up with the ideas

What will the model actually predict? 
Who stands to benefit the most from it?



PHASE 02 We define the ML strategy

Why would heuristics be less effective 
than a machine-learned model?



PHASE 03 We conduct the market research

How do users describe the benefits of ML? 
What reference points are they bringing?



PHASE 04 We design the experiences

How are people solving these problems today? 
How might ML improve things?



PHASE 05 We collect the data

What factors determine if the data 
are representative?



(Author’s note: While the use of Raters is primarily for supervised learning, labeled data—ground truth or otherwise—have a wide variety 
of applications, so I chose to include this as a prominent phase. Reinforcement learning is likely the only place they’re entirely absent.

PHASE 06 We design the Rater protocols

Hypothetically speaking, would this be an 
unambiguous task for end-users to perform?



PHASE 06 Sidebar on Raters

Speed and Agreement are the bedrock measures of “click-workers”. 
The general idea is that if a lot of people can perform many quick 
tasks, the sheer volume of consensus will balance their lack of 
individual expertise. But without careful consideration for the 
diversity of Raters, click-work turns into exponential groupthink; 
baking cultural biases directly into training data.

http://www.techrepublic.com/article/inside-amazons-clickworker-platform-how-half-a-million-people-are-training-ai-for-pennies-per-task/


PHASE 07 We train the Raters

How will you verify that Raters are 
performing tasks ‘correctly’?



PHASE 08 We try to label all the things

Where did you acquire the knowledge 
necessary to successfully label these data?



PHASE 09 We train the models

How will the model be debugged? What 
does ‘wrong’ look like?



PHASE 10 We recruit and test with users

How will the backgrounds and life experiences 
of your testers influence your decisions?



PHASE 11 We interpret the user feedback

What decisions are you trying to make? 
What evaluation metric will you prioritize?



PHASE 12 We craft the PR

How will users see themselves reflected 
in marketing materials and demos?



Finally, I’d like to offer 3 human-centered 
diagnostics when designing with ML.

If you’re finding it tricky to answer these, it might be a 
signal to slow down and take a closer look.



Take autocomplete for example: In what context would 
it be acceptable to finish another person’s sentence 
before they've stopped talking?

Bear in mind that no one culture is capable of 
representing universal norms, especially for social 
interactions, so we need to be mindful of our intuitions. 
The psychological effects of algorithmic discrimination 
likely mirror those of social discrimination.

If a human were to 
perform this task, what 
would ‘appropriate’ social 
behavior look like?
What interpersonal cues might be relevant 
that are missing from your input or interface? 
E.g. body language, tone of voice.

01

autocomplete is an

autocomplete is an interruption

https://docs.google.com/a/google.com/document/d/1GFU-hwiAWFAMPQyXWIz-iRga8Ez8vajEX10h5I_S7oY/edit?usp=sharing
https://docs.google.com/a/google.com/document/d/1GFU-hwiAWFAMPQyXWIz-iRga8Ez8vajEX10h5I_S7oY/edit?usp=sharing


Grey area: Suggesting a reply in an email or SMS 
likely has a priming effect; impacting the user’s 
response even if they don’t use it. And the fact that 
suggestions are even offered may lead the recipient 
to question the authenticity of the sentiment.

Augmentation: The goals of a self-driving car are 
unambiguous, and the benefits of a computer’s 
superhuman reaction time offer objective utility. 
No one (hopefully) would say a driver got into an 
accident because they were expressing themselves.

If a human were to 
perform this task, might 
we call it an expression of 
their personality?
Tasks that have unambiguous utility, are 
perceived as repetitive or boring by users, 
and/or benefit from super fast response times 
are ideal candidates for ML augmentation.

02
Great idea! I like that idea. Please like me.

Reply to all



03

Who are you? 

… OK, now what do your 
data teach you about 
everyone else?

Our traits don’t necessarily define us, but it’s foolish to 
pretend we don’t see them. By taking the potentially 
uncomfortable step of inventorying these traits—
physical, social, cognitive, and otherwise—we’re 
getting proximate to those who are reminded of their 
differentness every time a ‘default’ is invoked in 
day-to-day life.

I am…

White

A parent

Visually impaired

Agnostic

Insured

Urban-dwelling

In my 30’s

Cisgender

99% percentile height

A speaker of “standard” U.S. english

Male

Affluent

Physically capable

Culturally Jewish

A homeowner

Not college educated

Married

Heterosexual

In good mental health

https://youtu.be/hDd3bzA7450
https://youtu.be/hDd3bzA7450


03

Because hopefully that 
can help your world look 
a bit less like this...

me

everybody else



03

Because hopefully that 
can help your world look 
a bit less like this...

...and a lot more like this



Thank you
Dive deeper at go/ml-fairness

http://go/ml-fairness


Appendix



The goal of this section is to examine the 
disconnect between our expressed moral code 

and the unconscious biases that frame our 
perception and subsequent decisions.



01 Gender roles 
in film



In 2015, women shared top billing with men in the 
top four grossing live-action films in the U.S.

How much were female characters 
seen and heard compared to men in 
those films?

GENDER ROLES IN FILM



In 2015, women shared top billing with men in the 
top four grossing live-action films in the U.S.

How much were female characters 
seen and heard compared to men in 
those films?

GENDER ROLES IN FILM

SOURCE

Geena Davis Institute on Gender in Media

SCREEN  TIME 84%16%

Star Wars: The Force Awakens

TALK TIME 75%25%
FEMALE MALE

SCREEN  TIME 61%39%

Jurassic World

TALK TIME 58%42%
FEMALE MALE

SCREEN  TIME 77%23%

Avengers: Age of Ultron

TALK TIME 76%24%
FEMALE MALE

SCREEN  TIME 79%21%

Furious 7

TALK TIME

FEMALE MALE

76%24%

https://seejane.org/research-informs-empowers/data/


GENDER ROLES IN FILM

The numbers improved slightly for 
the top grossing films featuring 
female leads.

But still contain some surprisingly 
disproportionate numbers.



GENDER ROLES IN FILM

The numbers improved slightly for 
the top grossing films featuring 
female leads.

But still contain some surprisingly 
disproportionate numbers.

SOURCE

Geena Davis Institute on Gender in Media

SCREEN  TIME 38%62%

The Hunger Games: Mockingjay - Part 2

TALK TIME 68%32%
FEMALE MALE

SCREEN  TIME 82%18%

Cinderella (2015)

TALK TIME 35%65%
FEMALE MALE

SCREEN  TIME 32%68%

Pitch Perfect 2

TALK TIME 38%62%
FEMALE MALE

SCREEN  TIME 52%48%

The Divergent Series: Insurgent

TALK TIME

FEMALE MALE

71%29%

https://seejane.org/research-informs-empowers/data/


GENDER ROLES IN FILM

But the gap increased substantially 
for the top grossing films featuring 
male leads.



GENDER ROLES IN FILM

But the gap increased substantially 
for the top grossing films featuring 
male leads.

SOURCE

Geena Davis Institute on Gender in Media

SCREEN  TIME 85%15%

The Martian

TALK TIME 74%26%
FEMALE MALE

SCREEN  TIME 78%22%

Spectre

TALK TIME 86%14%
FEMALE MALE

SCREEN  TIME 80%20%

Mission: Impossible - Rogue Nation

TALK TIME 80%20%
FEMALE MALE

SCREEN  TIME 87%13%

The Revenant

TALK TIME

FEMALE MALE

88%12%

https://seejane.org/research-informs-empowers/data/


Overall, for the top 100 grossing 
live-action films from 2015 in the U.S.

Male characters were seen Male characters were heard

1.84x 1.78x
▲  more than female characters ▲  more than female characters

GENDER ROLES IN FILM

SOURCE

Geena Davis Institute on Gender in Media

https://seejane.org/research-informs-empowers/data/


GENDER ROLES IN FILM

Related research

SOURCES

Speaker sex and perceived apportionment of talk, Cutler and Scott

Gender Inequality in Deliberative Participation, Karpowitz Mendelberg and Shaker

Behind-the-Scenes Employment of Women on the Top 100, 250, and 500 Films of 2015, Lauzen

When women and men speak the exact same 
amount, women are perceived to be speaking

22%
more than men

When in a mixed-gender group, women 
speak less than men until they comprise

80%
of the group

In making the top 250 grossing films 
of 2015 in the U.S., women held

19%
of behind-the-scenes creative roles

http://pubman.mpdl.mpg.de/pubman/item/escidoc:68785:7/component/escidoc:506904/Cutler_1990_Speaker+sex.pdf
https://scholar.princeton.edu/sites/default/files/talim/files/gender_inequality_in_deliberative_participation.pdf
http://womenintvfilm.sdsu.edu/files/2015_Celluloid_Ceiling_Report.pdf


One more observation

Have you ever noticed the “gender” 
makeup of Sesame Street?



All of the original starring monsters 
are regarded with male pronouns, 
despite having no discernable 
physically gendered traits.



It wasn’t until 1993—24 years after 
the show started—that a female 
monster named “Zoe” was added to 
the core cast of characters.



02 Skin tone in 
photography



This is a “Shirley Card”

Named after a Kodak studio model named Shirley 
Page, they were the primary method for 
calibrating color when processing film.

SKIN TONE IN PHOTOGRAPHY

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

How Kodak's Shirley Cards Set Photography's Skin-Tone Standard, NPR

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.npr.org/2014/11/13/363517842/for-decades-kodak-s-shirley-cards-set-photography-s-skin-tone-standard


Until about 1990, virtually all Shirley 
Cards featured caucasian women.

SKIN TONE IN PHOTOGRAPHY

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/


As a result, photos featuring people 
with light skin looked fairly accurate.

SKIN TONE IN PHOTOGRAPHY

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

  Film Kodachrome
  Year 1970
  Credit Darren Davis, Flickr

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/
https://www.flickr.com/photos/frontdrive34/6968636237/in/photolist-9ckhQY-bBN6Fz-97xKt2-9Q9fSB-koGUgo-koEpvT-koEu38-koGFuw-bjBwhN-bbarEZ-boTaB5-bjBuhY-koF4nH-bjxQMm-9Q9f7p-r4L15M-bBN5LD-9Q9dpt-boTb5s-9Qc2dQ-9Q9hcZ-bBN5uT-rZLAv5-rFz9pT-rHjSLs-rZLxrQ-rZUa1z-rHizpd-bcqR7e-bcqR8e-6JUF1z-3oi48f-rKg2hG-rHZe6u-r3TXCd-rZU918-rZQ6hX-bBN5kF-bBN59Z-aBEg62-9Qc4CN-9QbWqb-8Y8som


Photos featuring people with darker 
skin, not so much...

SKIN TONE IN PHOTOGRAPHY

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

  Film Kodachrome
  Year 1958
  Credit Peter Roome, Flickr

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/
https://www.flickr.com/photos/roome/7426723814


And when there was a mix, the 
difference was most noticeable.

SKIN TONE IN PHOTOGRAPHY

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

  Film Kodachrome
  Year 1974
  Credit Walt Jabsco, Flickr

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/
https://www.flickr.com/photos/waltjabsco/12727234865/in/photolist-9ckhQY-bBN6Fz-97xKt2-9Q9fSB-koGUgo-koEpvT-koEu38-koGFuw-bjBwhN-bbarEZ-boTaB5-bjBuhY-koF4nH-bjxQMm-9Q9f7p-r4L15M-bBN5LD-9Q9dpt-boTb5s-9Qc2dQ-9Q9hcZ-bBN5uT-rZLAv5-rFz9pT-rHjSLs-rZLxrQ-rZUa1z-rHizpd-bcqR7e-bcqR8e-6JUF1z-3oi48f-rKg2hG-rHZe6u-r3TXCd-rZU918-rZQ6hX-bBN5kF-bBN59Z-aBEg62-9Qc4CN-9QbWqb-8Y8som


As society became more integrated, 
photographers found workarounds.

The most common techniques were to shoot with 
significantly brighter lights (making the room 
really hot!), using a stronger flash (42% brighter!), 
and preparing separate cameras with different 
calibrations for people with different skin tones.

SKIN TONE IN PHOTOGRAPHY

SOURCES

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

  Title In the Heat of the Night
  Year 1967

  Title The Whoopi Goldberg Show
  Year 1992–1993

http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/


But motivation for innovation came 
from chocolatiers and wood furniture 
manufacturers.

Kodak was receiving complaints that they weren’t 
getting the right brown tones on chocolates, and 
that stains and wood grains were not true to life.

SKIN TONE IN PHOTOGRAPHY

SOURCES

Color film was built for white people. Here's what it did to dark skin. (Vox)

Colour Balance, Image Technologies, and Cognitive Equity, Roth

How Photography Was Optimized for White Skin Color (Priceonomics)

http://www.vox.com/2015/9/18/9348821/photography-race-bias
http://www.cjc-online.ca/index.php/journal/article/view/2196/3069
https://priceonomics.com/how-photography-was-optimized-for-white-skin/


SKIN TONE IN PHOTOGRAPHY

Related research

SOURCES

The Science of Why Cops Shoot Young Black Men (Mother Jones)

Across America, whites are biased and they don’t even know it (Washington Post)

Women, Minorities, and Persons with Disabilities in Science and Engineering (National Science Foundation)

APPENDIX: Effects of IAT scores on explicit actions (Pew Research Center)

As of 2014, across all 2 million Implicit Association 
Test (IAT) participants

51%
showed a moderate to strong bias for white faces

As of 2014, across all U.S. white IAT 
participants, the median “D score” was

0.402
indicating a moderate bias for white faces

As of 2011,  of adults working in Engineering 
roles in the U.S. (age 16 and over)

4.8%
were black

http://www.motherjones.com/politics/2014/11/science-of-racism-prejudice
https://www.washingtonpost.com/news/wonk/wp/2014/12/08/across-america-whites-are-biased-and-they-dont-even-know-it/?utm_term=.570c1e69bf41
https://www.nsf.gov/statistics/wmpd/2013/digest/theme4.cfm
http://www.pewsocialtrends.org/2015/08/19/exploring-racial-bias-among-biracial-and-single-race-adults-the-iat/#fn-20855-13


03 Automotive 
safety



Until 2011, female body-type crash 
test dummies were not required by 
the United States Department of 
Transportation.

AUTOMOTIVE SAFETY

SOURCE

Female dummy makes her mark on male-dominated crash tests (Washington Post)

https://www.washingtonpost.com/local/trafficandcommuting/female-dummy-makes-her-mark-on-male-dominated-crash-tests/2012/03/07/gIQANBLjaS_story.html?utm_term=.f2836bc1e9ad


AUTOMOTIVE SAFETY

As a result, female drivers are at a 
higher risk behind the wheel.

Odds a female driver will sustain severe injuries in an accident

47%
▲  higher than a male driver

SOURCE

Vulnerability of female drivers involved in motor vehicle crashes: an analysis of US 
population at risk, Bose, Segui-Gomez, and Crandall

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3222446/
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC3222446/


AUTOMOTIVE SAFETY

SOURCE

Female dummy makes her mark on male-dominated crash tests (Washington Post)

Female crash test dummy can reduce injurie (Chalmers)

Things are improving, but the target percentile for 
female test dummies remains problematic.

Male body percentile Female body percentile

50th 5th
5’9” 176 lbs 4’11” 108 lbs

https://www.washingtonpost.com/local/trafficandcommuting/female-dummy-makes-her-mark-on-male-dominated-crash-tests/2012/03/07/gIQANBLjaS_story.html?utm_term=.f2836bc1e9ad
http://www.chalmers.se/en/news/Pages/Female-crash-test-dummy-can-reduce-injuries.aspx


AUTOMOTIVE SAFETY

Related research
As of 2015, the number of car buying 
decisions influenced by women

80%

Scenarios tested using female body-type 
crash test dummies in the driver’s seat

1 of 3

As of 2015, the number of women working in the 
motor vehicle manufacturing industry

26.7%

SOURCE

Women in Cars - A Mega Trend for the Automotive Industry (Frost & Sullivan)

Vehicle safety ratings (National Highway Traffic Safety Administration)

Labor Force Statistics (United States Department of Labor)

http://www.frost.com/prod/servlet/press-release.pag?docid=291103428
https://www.nhtsa.gov/ratings?vehicleId=5786
https://www.bls.gov/cps/cpsaat18.htm


We can’t remove human 
perception from the loop.

And we can’t be gripped by 
inaction either.



The inequity demonstrated in these examples may feel 
overwhelming, perhaps even a little disheartening.

But we’re in the right place at the right time and in 
the right industry to do something about it.
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“We are focused on bringing
the bene�ts of AI to everyone.”
—Sundar Pichai, I/O 2017 Keynote speech

If we are to make the world's information universally
accessible and useful, it must mean that the products we
are developing—apps, infrastructure, models, and more—
work for all people. Here's why it matters:

What we do

Fearlessly and thoughtfully advocate for fairness in machine learning.

Document and share experiments, processes, and �ndings that advance the
state of fairness in machine learning.

Support .

What is unfairness?

"Algorithmic unfairness" means unjust or prejudicial treatment of people that
is related to sensitive characteristics such as race, income, sexual orientation,

The

ML
Fairness
Project

GET INVOLVED

Home

About

Vanguard Projects

Resources

Presentations

Reports

Community

FAQ

Archive

Vanguard Projects

https://ml-fairness.googleplex.com/
https://ml-fairness.googleplex.com/
https://goo.gl/forms/beJ89DvBrBgEErqf2
https://ml-fairness.googleplex.com/
https://ml-fairness.googleplex.com/about.html
https://ml-fairness.googleplex.com/vanguard.html
https://ml-fairness.googleplex.com/resources.html
https://ml-fairness.googleplex.com/presentations.html
https://ml-fairness.googleplex.com/reports.html
https://ml-fairness.googleplex.com/community.html
https://ml-fairness.googleplex.com/FAQ.html
https://ml-fairness.googleplex.com/archive.html
https://ml-fairness.googleplex.com/vanguard.html
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or gender, through algorithmic systems or algorithmically aided decision-
making.

Learn more at 

The

ML
Fairness
Project

GET INVOLVED

go/algorithmic-unfairness-de�nition

https://ml-fairness.googleplex.com/
https://ml-fairness.googleplex.com/
https://goo.gl/forms/beJ89DvBrBgEErqf2
https://goto.google.com/algorithmic-unfairness-definition
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Metrics and Measurements for 
Algorithmic Fairness 
Authors : mmitchellai@, dty@, mcmahan@, bbarbello@ 1

With input from: Martin Wattenberg, Hartwig Adam, D. Sculley, Camille Francois, Brad Krueger, Alex Beutel 
[Draft]  2

Last updated: 15.June 
go/ml-fairness-metrics 
//google3/learning/fairness 
 
This document serves to describe the “ML” part of ML Fairness, functioning as an ML backbone 
of the go/ml-fairness project. 

Table of Contents 
1. Intended Audience 
2. Background and Goal  
3. Relevant Documents, Groups 
4. Relevant Tools (referred to throughout; collected in separate document) 
5. Definitions 
6. Practices for Fairness in Machine Learning 
7. Identifying Subgroups (separate document) 
8. Metrics 

8.1. Discrete Output Systems (Classification) 
8.1.1. The Confusion Matrix 
8.1.2. Measuring ML systems for Bias   ή  

Q1:  Is  your  data collected to minimize  the effects of Causes of 
Unfairness  from Humans? 

● Problem Area: Data Collection 
Q2:  Are subgroups  treated equally  by  your system? 

● Problem Area: Model and Input Data  
Q3: Do you  need more data or a better model? 

● Problem Area: Features and Variables 
Q4:  Do  you need a different objective  function? 

● Problem Area: Objective Function 
8.2. Continuous Output Systems (Scores) 

9. Testing Significance 

1  Please feel free to contribute to this document and add yourself to the list of authors if you do so.  
2  Originally based off of Divya’s Links Fairness doc. 

 

https://docs.google.com/document/d/1n9fPDMd2LFKVuiAsv6u09smb6Y14v-56KS_PjUPPU4M
https://docs.google.com/a/google.com/document/d/1PFNh6lCcstWFf7vXq2Zdx4XYt8VpG5GzC5uaXG5ajIo/edit?usp=sharing
https://drive.google.com/a/google.com/open?id=138UmIdLOM42M3VbLsqdD08jSiyOSSHlkAQFH9-6DujY
http://go/ml-fairness
https://docs.google.com/a/google.com/document/d/1ZA6WDP5HxpEwbYlsLZ0cCb1D2naRyhV-XrzyhoNrbug/edit?usp=sharing
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10. Research Approaches for Fairness 
11. Appendix: Evaluation Metrics, False Positives, and False Negatives 

Tables 

Table 1:  Causes of Unfairness 
Table 2:  The Confusion Matrix 
Table 3:  Example Effects of Training Size 

Audience 
The intended audience for this doc is anyone who is interested in making the systems they work 
on more fair.  This includes SWEs, PMs, policy folks, etc.   
It is developed specifically in light of the machine learning fairness issues for people working 
with machine learning. 
 
This document serves to describe the “ML” part of ML Fairness, helping to inform policy and 
preferred methods. 

Background and Goal 
Multiple projects in Google consider the role that “bias” plays in our technology.   
The term “bias” in machine learning refers to many things.  In this document, we focus on tools 
and metrics for algorithmic fairness. 
 
From a machine learning perspective, there are a few ways to identify fairness: 

1. Specifically for subgroups in the data (see Subgroups doc), measuring output on those 
subgroups using automatic evaluation metrics such as those available from the 
confusion matrix. 

2. Slice Finding, where particularly error-prone regions of your dataset are presented. 
3. Active Learning, where the system tells you the training instances that it’s struggling 

with the most, and you help it out. 
4. Manually viewing and analyzing reported failures, reproducing those errors in data 

collected, and adding them to relevant evaluation subsets. 
5. Thinking of possible biased failures, stress-testing them, and then hand-tweaking the 

model to handle those cases. 
 
This document focuses on the first case, 1, while also calling out cases where 3, active learning, 
would be beneficial as well.   
 
We break the problem down into a few parts: 

1. Data (collection, annotation, processing) 

 

https://docs.google.com/document/d/1GaTOMWUTRZpiHWrTvxEyz6IVlJLR3V26XCYKmYrbk5A/edit#bookmark=id.b837v5261h49
http://go/ml-fairness-subgroups


 
Privileged & Confidential 

 

 

2. Evaluation (what to measure and why) 
3. Modeling (what is the machine learning modelling, and what is it not) 

a. Architecture 
b. Hyperparameters 
c. Features 
d. Variables 
e. Objective Function 

 
In all of the above, systems with unfairness in them stem in part from the following issues:  3

 

Causes of Unfairness from “the world” that 
we might reflect in our projects when using 

some of the world’s data. 

Causes of Unfairness in our procedures that 
we might reflect in our projects. 

● Implicit associations 
● Implicit stereotypes 
● Group Attribution error 
● Out-group homogeneity bias 
● Halo effect 
● Stereotypical bias 
● Prejudice 
● Reporting Bias 
● Selection Bias 

● Correspondence bias 
● In-group bias 
● Bias blind spot 
● Confirmation bias 
● Subjective validation 
● Experimenter’s bias 
● Choice-supportive bias 
● Insensitivity to sample size 
● Neglect of probability 
● Anecdotal fallacy 
● Illusion of validity 
● Automation bias 

Table 1:  Causes of Unfairness from Humans 
 
The goal of this document is to help kick-start the conversation on how to we might begin to 
works towards systems where no subgroup of users, such as users in a Fairness Vanguard 
system, receives disproportionately worse output/behavior from a system, or significantly 
worse outcomes.  To do so, this document provides details of metrics relevant fairness, with 
links to more corresponding code and case examples increasing over time. 

Why is this Important? 
Google strives for algorithmic fairness across products.  As we begin to craft policy around 
algorithmic fairness, this document starts to outline the nitty-gritty of how we can measure and 
promote optimally equal outputs for users -- at the level of the math, algorithms, and code.   

3  Built with the help of The Cognitive Bias Codex: 
https://upload.wikimedia.org/wikipedia/commons/a/a4/The_Cognitive_Bias_Codex_-_180%2B_biases%2C_de
signed_by_John_Manoogian_III_%28jm3%29.png 

 

http://go/fairness-vanguard
https://upload.wikimedia.org/wikipedia/commons/a/a4/The_Cognitive_Bias_Codex_-_180%2B_biases%2C_designed_by_John_Manoogian_III_%28jm3%29.png
http://go/fairness-vanguard
https://upload.wikimedia.org/wikipedia/commons/a/a4/The_Cognitive_Bias_Codex_-_180%2B_biases%2C_designed_by_John_Manoogian_III_%28jm3%29.png
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Many checks and balances are being put in place to help provide an equitable experience across 
user subgroups.  When those checks and balances require a deep dive into the model itself, this 
document provides the starting point of what to do. 

Relevant Documents, Groups 

Documents 

1. go/fair-not-default 
2. go/links-fairness 
3. go/ml-fairness-prd 
4. go/algorithmic-unfairness-definition 
5. https://g3doc.corp.google.com/experimental/model_understanding/g3doc/tools.md 
6. Directional Awareness (Kona models, Smart Reply) 
7. Algorithmic Bias Testing Playbook 
8. [Perspective] ML Fairness 
9. Equality of Opportunity in Machine Learning 
10. Learning Fair Representations 
11. Beyond Globally Optimal: Focused Learning for Improved Recommendations 
12. Frustratingly Easy Domain Adaptation 

Groups 

13. go/ml-fairness 
14. go/data-fairness 
15. go/biasgang  
16. go/fairness-vanguard 
17. go/glassbox 
18. go/jigsaw 
19. Master I^2 Tracker 
20. go/uhs 
21. go/mlx 
22. go/pair 

Datasets 

23. UCI Census Income Dataset 
24. UC Berkeley Admissions Dataset 

 

https://research.googleblog.com/2016/10/equality-of-opportunity-in-machine.html
https://www.cs.toronto.edu/~toni/Papers/icml-final.pdf
http://go/mlx
https://g3doc.corp.google.com/experimental/model_understanding/g3doc/tools.md
https://docs.google.com/presentation/d/1VOPJQ_NTRU9MjKZQTc9Iw79gmwD7LruaKVUb54ODVSQ/edit#slide=id.g18d027bb88_0_91
https://docs.google.com/a/google.com/spreadsheets/d/1hmrL9EFT-xGtCcsLCWrJ_9GdcSoDbNrP8DtiLa8AptU/edit?usp=sharing
http://go/algorithmic-unfairness-definition
http://go/uhs
http://go/fair-not-default
http://go/jigsaw
https://docs.google.com/document/d/1Sir8U83HKVmSO8tmGAVNUXJ-35onmG-3O5jVTyj3EQ4/edit#heading=h.v1878p3oikyi
http://go/fairness-vanguard
https://drive.google.com/file/d/0B7HlkIYTc2xsMVVPNGh2Wk9CN0tOT04zYnRPd0tLT185bjJJ/view
https://docs.google.com/a/google.com/document/d/1CFMhOpSDIZqy0i_26JKnkGavGfQQt3X8kiONswf-Pm4/edit?usp=sharing
http://go/pair
http://go/ml-fairness
https://docs.google.com/presentation/d/15gj2pBvQAHIVrACeZ3odKHxec9ts4AQ-X5bexW6YQTA/edit#slide=id.p
https://docs.google.com/document/d/123LvUATlWEUD6AzsloeGQt_LAdx0zli9FkjGCoxoQvI/edit#heading=h.5ulmpzmztvy7
https://archive.ics.uci.edu/ml/datasets/Census+Income
https://docs.google.com/a/google.com/document/d/1c32nwhd3W4DyP-a55KbLs1hp3uowW1YhEBqqd7ll4Uc/edit?usp=sharing
http://go/glassbox
http://www.umiacs.umd.edu/~hal/docs/daume07easyadapt.pdf
http://go/links-fairness
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Definitions 

Algorithmic Unfairness 
Algorithmic “Unfairness” at Google refers to algorithms that are unjust or prejudicial towards 
people.  For a detailed definition, see the Algorithmic Unfairness document. We approach this by 
grouping users into different subgroups, and working towards algorithms with output that does 
not disproportionately negatively affect any one subgroup. 

Fair Performance 
Fair performance is defined based on model performance and user experience. 

● For model performance, the proportions of true positives, false positives, and false 
negatives for system prediction categories should be relatively equal across subgroups. 
We discuss this in the context of a confusion matrix below. 

● For user experience, predictions over time should demonstrate that the relevance of 
learned user behavior increases while the relevance of user’s (known or inferred) 
personal attributes diminishes.  (Such as race, gender, etc -- see Static attributes 
definition below). 

● Performance is as close to equal as possible for an output category when the 
subgroups have roughly equivalent output for that category. 

○ And subgroups may need to be discovered/re-created within the data. 
○ Output should often include, for example, False Positive Rate and False Negative 

Rate. 
● However, that may not always be possible, due to Intrinsic Hardness issues discussed 

later.  In that case, we strive for optimally equal performance -- performance that is as 
close as can be to equal performance across subgroups. 

User Subgroups 
User subgroup categories may be either pre-defined or discovered in the data. 

● Pre-defined subgroup categories are those defined manually, and include categories 
based on race, income, sexual preference, gender, religion, age, and political affiliation.   

● Discovered subgroup categories are those based on the data available.  This includes 
weakly supervised clusters that aggregate users based on similar 
appearance/language/interactions with the technology, self-identified categories, and 
fine-grained categories that don’t necessarily correspond to the pre-defined categories 
for broad subgroups.  For example, for the broad subgroup “race”, we aim to discover 
subgroups without being bound by the U.S. Census categories 

● For product impact now, we merge the two:  Using broad pre-defined categories and 
consensually-annotated seed data to snowball the discovery of more and more group 
members.   

 

http://go/algorithmic-unfairness-definition
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● Moving forward in research, we are be exploring fully unsupervised fairness, also called  
prescient fairness (term from Maya Gupta), where we have no annotated samples.  

User Attributes 
User attributes may be either static or diachronic. 

● Static attributes are those that are relatively stable/unchanging for a user, or changing at 
a predictable/known rate.  These include race, national origin, gender, age, sexual 
preference, religion, political affiliation. 

● Diachronic attributes are that that change over time, defined by the user’s behavior with 
the system. 

Intrinsic Hardness 
We define a subgroup as intrinsically hard if accuracy is not positively affected by changes in 
data size, model capacity, and feature adequacy. 

Reporting Bias 
Reporting bias refers to the fact that what people talk about and share in the real world is a 
subset of the things that are true in the real world.   

● We specifically tend to mention things that are outside of our day-to-day-norms; we do 
not tend to mention the things that “go without saying”.   

● This can dramatically affect what our models learn from world data.  
● For example, using text-based statistics, the probability of murdering is much higher than 

the probability of exhaling.   
 
 
 
 
 
 
 
 

● In learning an embedding for a word like “gay”, the meaning will be overloaded with a 
“porn” connotation -- more so than for “straight”.   

● Note:  The approach of looking up number of results could be useful for talking about unfairness 
examples without exposing any google products directly. 

● Doing an image search for “professor”, you will see significantly more males than in the 
true distribution of male professors; “hot female” professor is a common modifying 
phrase for “professor”, but “male” is further down (ostensibly because it is less 
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mentioned -- it is treated as more intrinsic, or goes-without-saying, for professor).

 

Practices for Fairness in Machine Learning 
1. Fair data collection/annotation design 
2. Fair training data and development data 
3. Fair testing data 
4. Adequate modeling, including architecture and hyperparameters 
5. Fair training, with an objective function that is sensitive to optimally equivalent 

performance across user subgroups 
6. Fair features 
7. Fair variables 
8. Fair evaluation 

Tests for 2-8 are detailed in the Steps for Examining ML Systems with Disproportional Outputs. 

Metrics 

One way to create metrics relevant to fairness is to focus on creating 
similar/comparable experiences for all users. 
For product, this can mean modeling each user as a single data point rather than each user activity.  For 
example, in YouTube videos, we may want to model the users who watch YouTube as single data points, 
rather than modeling each video-watch as a single data point, which will favor users who watch YouTube more 
often. 
 

Model Performance:  Classification and Discrete Outputs 
We seek to measure the differences in predictions across subgroups. To do this, we calculate a 
confusion matrix of predictions on each subgroup, and make adjustments based on what this 
tells us. 
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The confusion matrix is a detailed view of how a system is performing.  Most groups are already 
using evaluation metrics that can be calculated from this, which we outline in the appendix. 
Most classification-based system evaluation is calculable directly from the confusion matrix. 
 
For evaluating the fairness of a model’s performance, we focus on the False Positive Rates 
(FPRs) and False Negative Rates (FNRs) between different subgroups.  These measure whether 
things are being overly predicted for some subgroup (FPR); and whether things are being overly 
left out for some subgroup (FNR).  Further extensions can be made to other evaluation metrics 
that are common in different products, listed below.  We aim to design algorithms so that 
different subgroups have roughly equal FPRs and roughly equal FNRs for different categories. 

● When FPR for a given category y is high for some subgroup, the model is overpredicting 
y for that subgroup.  See the Appendix, False Positive Cases, for a detailed breakdown of 
different FPR cases.  This happens for either subgroup attributes, when the model 
overpredicts an attribute is present for a subgroup, or subgroup identity, when the model 
overpredicts that a subgroup is present when it is not. 
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● Examples.  

○ These demonstrate False Positives for the subgroup “female”.  

 

● This image demonstrates a False 
Positive, potentially for a race subgroup.  It 
was submitted to us from someone who 
does not use this term in their texting. 

 
 
 
 

● When FNR for a given category y is high for some subgroup, the model is 
underpredicting y for that subgroup. See the Appendix, False Negative Cases, for a 
detailed breakdown of different FPR cases. 

To calculate FNR, FPR, and related metrics, create a confusion matrix. 
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The Confusion Matrix 
For each subgroup s, prediction category c: 
 

     Predictions psc   

    Predictions Positive  Predictions Negative  Calculate 

R 
e 
f 
e 
r 
e 
n 
c 
e 
s  

rsc 

References 
Positive 

The instances where the model 
predicts that something exists, and 
the reference says it does exist, are 
the True Positives. 
 
TP, True Positives = References 
Positive ∩ Predictions Positive 

The instances where the references 
say something exists, and the 
model does not predict it, are the 
False Negatives. 
 
FN, False Negatives = References 
Positive ∩ Predictions Negative 

Also known as Type II Error 

True Positive 
Rate/Sensitivity

/Recall  
 

False Negative 
Rate/Miss Rate 

References 
Negative 

The instances where the model 
predicts something exists, and the 
reference says it does not exist, are 
the False Positives. 
 
FP, False Positives = References 
Negative ∩ Predictions Positive 

Also known as a Type I error 

The instances where the references 
say something does not exist, and 
the model does not predict it, are 
the True Negatives. 
 
TN, True Negatives = References 
Negative ∩ Predictions Negative 

False Positive 
Rate/Fallout 

 
True Negative 

Rate/Specificity 

  Calculate  Precision/Positive Predictive 
Value, False Discovery Rate 

Negative Predictive Value, 
False Omission Rate 

LR+, LR- 

Table 2.  A Confusion Matrix.  Create for each (subgroup, prediction) pair.  Compare across 
subgroups for each prediction category. 

 
 
In designing your project, make sure that you make a good decision about trade-offs between 
false positives/false negatives/true positives/true negatives.  For example, you may want very a 
low false positive rate, but a high true positive rate.  You may want a high precision, but a low 
recall is okay.  Etc. 

● ɰ ɰ Choose your evaluation metrics in light of these desired tradeoffs. 
 
In what follows, we lay out a step-by-step approach for minimizing disproportional outcomes 
across subgroups.  We refer to this as optimally equal values for FPR and FNR. 
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Steps for Examining ML Systems with Disproportional Outputs 
Measure whether disproportionately poor prediction on one subgroup is a function of the data, 
architecture, hyperparameters, features, variables, or training procedure.  Steps for this are 
outlined below. 
 
At a high level, the idea is: 

(1) Collect the data well and preprocess it well 
(2) Check where there are potential problems (subgroup evaluation) 
(3) Examine the effect of data to determine whether to add more data and/or address 

modelling issues (model adequacy, model capacity). 
(4) If neither help, or adding more data is prohibitive, check feature and variable adequacy. 
(5) If none of this helps, consider updating your objective function. 
(6) If steps outlined in (2) through (5) do not improve performance on a subgroup, we 

categorize it as intrinsically hard -- a subgroup that is more difficult to get equivalent 
performance on, all else equal, including model design, optimal hyperparameters, and 
equal number of training data instances with other subgroups. 

 
We assume that systems have a pre-defined, well-motivated evaluation metric that they are 
using.   

● The evaluation metric should be designed so that it has the best product-specific 
trade-offs better true positives, true negatives, false positives, and false negatives (see 
the Confusion Matrix).   

● For a product example, some systems may want to have low recall (missing a lot of 
stuff) in exchange for high precision (of the limited amount of stuff the system produces, 
it’s all correct). 

● In clinical domains, it’s often preferred to have a low false positive rate, but a high true 
positive rate (see Confusion Matrix). 

● Please see The Appendix for details on different evaluation metrics. 
 
Step 1. Data collection and preprocessing  Addresses Fairness Question:  Is your data 
collected to minimize the effects of Causes of Unfairness from Humans (Table 1)? 
Problem Area:  Data Collection 
Need to be added as its own doc. 
 
From this step, we produce:  Training Data, Val-Train Data, Val-Test Data, and Test 
Data (held out) 
Usually the full dataset is split up to something like, 60% train, 10% val-train, 10% val-test, 
20% test 
 
 

 



 
Privileged & Confidential 

 
 
Step 2. Subgroup Evaluation Addresses Fairness Question:  Are subgroups treated 
equally by your system? 
If any of these tests show unfairness across subgroups for a prediction category, move to 
Step 3. 
Many of these checks may be possible to do through go/mlx-lantern. 
 
Global Model 

● Train a full model using the training data. 
● In the val-test data, for each subgroup s, for each prediction category sc, 
● Create a Confusion Matrix.  

○ Use the model trained on the training data to make predictions on the val-test 
set. 

○ For each subgroup category sc, pull out the predictions and the references 
(ground truth). 

○ If this is a ranking/score system, then the category sc is the bracket/position/tier. 
i. Example:  “Top 1”, “Top 5”, “Top 10”, “Will Get Loan”, “Will Not Get Loan” 
ii. A common evaluation metric is Precision@K.  That is, out of the top K results, 

what is your precision?   
iii. Other options: FPR@K and FNR@K. 

○ Example:  For subgroup s based on Race, your category might be “has flowers”, 
and your outputs might be “True” and False”: 

i. The number of correct “True”s are your True Positives (TP).   
ii. The number of correct “False”s are your True Negatives (TN).   
iii. The number of incorrect “True”s are your False Positives (FP). 
iv. The number of incorrect “False”s are your False Negatives (FN). 
v. This is the subgroup attributes binomial case. 
vi. From these values, you calculate FPR and FNR. 

○ Example:  For subgroups s based on Race, your category might be “has X”, and 
your possible predictions might be “flowers”, “dishes”, and “puppies”.  For the 
“flowers” prediction: 

i. The number of correct “flowers” are your True Positives.   
ii. The number of times you correctly do not predict “flowers” are your True 

Negatives.   
iii. The number of incorrect “flowers” predictions are your False Positives. 
iv. The number of times you incorrectly do not predict “flowers” when they are 

actually there are your False Negatives. 
v. This is the subgroup attributes multinomial case. 
vi. From these values, you calculate FPR and FNR. 

● Calculate the target task evaluation metric, the False Positive Rate (FPR) and False 
Negative Rate (FNR) for each subgroup s, prediction category c: 

● False Positive Rate = FP / (TN + FP) 
● False Negative Rate = FN / (TP + FN) 
● The FPR values here ideally will be roughly equal for all subgroups.   

 

https://g3doc.corp.google.com/intelligence/lantern/g3doc/index.md?cl=head
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● Similarly, the FNR values here ideally will be roughly equal for all subgroups, if they can 
be. 

● Ditto for whatever target evaluation metric you’re also working with. 
● If they’re not, then that is one source of system unfairness. 

 
Subgroup-specific Models 
Same as above Step, but train individual models, one for each subgroup, testing on the val-test 
data.   

● If the subgroup does not have enough instances to train an ML model (thousands of 
examples), this is not feasible.   

● If there is enough data, then you can check out whether a subgroup-specific model is 
succeeding when a global model is failing, and if so, make a move to bring in 
subgroup-specific models. 

● If the subgroup-specific model is also doing poorly, move on to Step 3. 
 

If any of these tests show unfairness across subgroups for a prediction category, move to 
Step 3. 
 
Step 3.  Check Effect of Model and Data.  Addresses Fairness Question:  Do you need 
more data or a better model? 
Retrain and test new models as you gradually increase the training data.   

● For each subgroup, plot the target evaluation metric, the FNR, and FPR values on the 
y-axis, vs. the amount of training data (# examples) on the x-axis.  

○ Create Plots For: 
■ Subgroup category predictions, model trained only on data from the 

subgroup. 
■ Subgroup category predictions, model trained on the overall data. 

○ For each of the above, model initialized from the overall population model. 
● Could additionally put all the subgroups on the same plot to observe the differences 

between subgroups. 
● For these plots, overlay and include: 

○ The same plot for all data 
○ The same plot for all data but the subgroup 
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Table 3.  Example outcomes from plotting the subgroup False Positive Rate vs. the full 
population model (rest-of).  Depending on the difference between the curves, you could 

find evidence for more data, a better model, or intrinsic hardness of the problem. 
 

 Problem Area:  Model Inadequacy 
● There is model inadequacy if you see: 

○ Evaluation on a subgroup improves (e.g., the False Positive Rate goes down) 
when the model is trained specifically on that subgroup, but the improvement is 
much weaker for that subgroup when the model is trained on the full dataset 

○ The curve is not showing a good trend (see orange line in Table 2) 
● This can be due to a couple things relevant to the model itself: 

○ Insufficient model capacity in the global model. 
■ ML Technique:  Change the model architecture to allow for increased 

modelling capacity. 
● Deeper or wider models 
● Check out go/wide-n-deep to leverage the benefits of both. 

○ Inadequate hyperparameters:  A model may have adequate capacity, but is tuned 
to perform well for larger subgroups that make up the bulk of the overall data. 

■ Integrate details from Beyond Globally Optimal. 
■ Choose hyperparameters to do well across subgroups, not just to do well 

on the aggregate, overall data.] 
■ Use go/vizier to make selections. 

● This may also be solvable with simple changes to the data: 
○ ML Technique:  Threshold/cap the number of data points for the largest 

subgroups. 

 

https://drive.google.com/file/d/0B7HlkIYTc2xsMVVPNGh2Wk9CN0tOT04zYnRPd0tLT185bjJJ/view
http://go/vizier
https://sites.google.com/corp/google.com/wide-n-deep
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■ If your model is saturated with data from the largest subgroups, it may 
“overfit”, or it may be spending all it’s modeling power on those 
subgroups, at the expense of the others. 

○ ML Technique:  Duplicate/augment data instances of the minority class. 
■ Simply duplicating instances can help, although testing in this case 

should be rigorous:  The concern with simply duplicating instances is that 
the model will “overfit”, meaning it will create strong correlations between 
things that are not actually correlated in the test/run-time data. 

■ More details on domain adaptation in these cases would be useful to 
include here; not yet done. 

 
 Problem Area:  Data Inadequacy 

● If evaluation metric values are not levelling off for the subgroup, but actually seem to be 
improving as you increase training data, you now have some motivation to augment data 
for that subgroup.  See the red line in Table 2. 

○ ML Technique:  Incrementally increase the training data for a given subgroup, 
plotting the changes in FNR and FPR as before until equal output performance is 
achieved. 

■ The ideal amount of data needed can be estimated from the trend line on 
your plot. 

○ Not working?  If performance begins degrading for the rest of the development 
data, or for other subgroups, go to Step 4. 

○ If data augmentation cost is prohibitive, or if doing so does not seem to improve 
equitability, go to Step 4. 

 
If none of these solutions fix the problem, or if the estimated amount of data you would 
need is cost-prohibitive, move to Step 4. 
 
Step 4. Check Feature and Variable Adequacy.  Addresses Fairness Question:  Do you 
need better features or variables? 

● If one subgroup gets significantly lower evaluation scores given the same amount of 
training data, or performance is not improving as we scale up the amount of training 
data, this suggests we need new features or new variables, more data won't necessarily 
be enough. 

○ Example:  Smart Reply seems to be preferring one outcome for women, another 
outcome for men, and one is better than the other.  In deep learning space, 
“gender” might not be an explicit feature -- it may have been learned implicitly -- 
and this is creating an unfairness issue. 

 Problem Area:  Feature and Variable Inadequacy 
● To guide the creation of new variable and features, make some of the implicit explicit: 

○ Use RankLab to see what features are being given the most weight. 
○ Do Feature Ablation (also possible with RankLab) to remove features and see the 

 

http://go/RankLab
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effects on down stream performance. 
○ Use active learning to find weak data points that should be labelled, 

bolstered. 
■ In active learning, the places where the model struggles the most during 

training are output to humans -- to provide additional annotations, or more 
training data in light of the model’s confusion. 

○ Predict implicit categories that may be at play, such as those within sensitive 
groups. 

■ Examine correlation between implicit categories and desired categories. 
■ Based on your findings, you might, e.g., preferentially select features or 

data that move away from these correlations; or remove data/features 
that enforce these correlations. 

○ Manually inspect content given similar representations by your system. 
■ Using e.g., pairwise cosine distance between last hidden layers, where 

one instance produces an incorrect output and the other instance 
produces a correct output, and find those instances that are closest 
together. 

○ Manually inspect errors in low-confidence cases and high-confidence cases. 
● As discussed above, when we learn from naturally occuring data, they will already be 

biased because of reporting bias.  This means biased features, reflecting the bias in 
your data. 

● ML Technique:  “Debias” your features, for example, debias your embeddings. 
○ See: Man is to computer programmer as woman is to homemaker?  Debiasing 

word embeddings 
○ Code being developed at google3/learning/fairness. 

■ Possible partners:  YouTube, Rephil 
● ML Technique:  Develop new features, iterate from Steps 2-4 to measure their effect. 
● ML Technique:  Develop auxiliary tasks to predict new variables, use a multi-task 

learning framework, iterate Steps 2-4 to measure effect. 
○ See go/tf-multitask and Lantern’s support for multi-headed models. 
○ For example, if your deep learning model is overpredicting LGBT content as toxic, 

update the model to predict “LGBT/Straight”, as well as 
“positive”/”negative”/”neutral”, and toxicity.  This can be trained jointly end-to-end 
so as not to need too much additional compute resources.   

■ If you want to get fancy, more coarse-grained tasks should be earlier in 
your model than the more fine-grained tasks, rather than all at last layer of 
the model.   

● ML Technique (less preferred):  Develop auxiliary tasks to predict new variables, use a 
pipeline framework, iterate Steps 2-4 to measure effect.   

○ For another example, if your pipeline system is overpredicting LGBT content as 
toxic, first predict LGBT; use those scores as input features to a second step to 

 

http://go/tf-multitask
https://papers.nips.cc/paper/6228-man-is-to-computer-programmer-as-woman-is-to-homemaker-debiasing-word-embeddings.pdf
https://papers.nips.cc/paper/6228-man-is-to-computer-programmer-as-woman-is-to-homemaker-debiasing-word-embeddings.pdf
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predict “postive/negative/neutral”; use those scores and the previous LGBT 
scores as input features to predict toxicity. 

● ML Technique:  Active learning to discover samples that should be additionally 
annotated. 

○ In active learning, the places where the model struggles the most during training 
are output to humans -- to provide additional annotations, or more training data in 
light of the model’s confusion. 

 
Step 5:  Objective Function   Addresses Fairness Question:  Do you need a different 
objective function? 
Problem Area:  Objective Function 

● This one’s tricky.   
● Here’s the tl;dr: Machine learning is used to train a model.  The model is trained by using 

an objective function.  This objective function (OF) can be problematic. 
● Many objective functions do some form of “maximum likelihood estimation” (MLE). 

Roughly, this pushes the model to have its parameters/weights make the training data 
the most likely output of the system. 

○ Several areas of concern here. 
○ Overfitting:  Spurious correlations in your training data are treated as meaningful 

correlations, even when they are not (or are, e.g., prejudicial/harmful). 
○ Overgeneralization:  If your training data has a distribution over outcomes such 

as “70% A, 15% B, 10% C, 5% D”, this can get overgeneralized in your model as 
“80% A, 20% B” -- the less likely and minority cases can get washed out.   

● This is a big move, but one option is to change the objective function. 
○ Incorporate explicit fairness constraints. 
○ See Equal Opportunity and Equalized Odds. 

 
If Steps 2-5 have all been tried, and still one subgroup does not show signs of improving, or 
continues to get significantly lower accuracy → The data for a subgroup has “Intrinsic 
Hardness”.  (See green line in Table 2.) 

● Putting it another way: if you have a bunch of smart ML researchers try to train the best 
model they possibly can for the "harder" subgroup, and they still can't get the same 
accuracy as the "easier" subgroup, then the problem is intrinsically harder.  Go to 
Research Approaches for Equitability. 

For now, ML Technique: focus energy on modelling that subgroup in particular, including 
increasing data, changes to model, which may include additional predictions and constraints in 
a multi-task learning framework, and changes to features. 
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Model Performance:  Continuous Outputs 
Systems that output a real value rather than a hard class label require a somewhat different 
procedure.  These are often regression-based systems, and examples include pricing, 
probability estimation like pCTR, risk scores, etc.  
 
In each case, the work here applies to evaluating the final category decisions based on these 
scores.  For example, in a system that uses scores to determine whether something is “in” or 
“out”, those “in” and “out” decisions are what we can evaluate fairness on, using the 
classification-based methods above.  Precision@K is a common metric to use, meaning that 
out of the top K outputs from your system, what is the precision within that K?  False Positive 
Rates and False Negative Rates, as described above, can be useful for the task of determining 
fairness:  False Negative values get at how much the system is missing. 
 
In further work, we will add more details about continuous outputs.  For now, the recommended 
practice is to use the classification-based fairness evaluation, using the output category 
decisions from a score-based system. 

User Experience 

Steps towards Equitable User Experiences 
User Experience Test:  Measure whether any subgroups are receiving unfair information from 
the system. 

 
Subgroup experiences should also be fair.  Testing this can involve measuring what percentage 
of things that the users are exposed to are biased towards some X.  On the other hand is the 
related issue of testing whether users within a subgroup are receiving reasonably well-informed 
diversity , as additional system objectives are ment (e.g., user engagement). 4

 
Similarly, an end-to-end ranking metric may aim to show results that provide equal 
opportunities, equal positive experiences, for each subgroup.  This can be checked in part by 
examining the probabilities for different labels, based on subgroup memberships. 
 
For evaluating the fairness of a user’s experience, we focus on measuring the effect of static 
user attributes on model prediction, and calculating the correlation between output predictions 
and users’ static attributes. 
 
Step 1.  Measure how static attribute effect much static attributes are influencing system 
decisions for different subgroups. 

4  Not all diverse options should be equally encouraged for a user, hence we say “reasonably 
well-informed” diversity. 
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1. Let u = observed user behavior with the system, a = sensitive attributes, and q  = a correct 
predicted value  

2. p(q|u,a) should tend towards p(q|u,a’) over time. 
a. Probability of output given mutable and immutable should tend towards 

Probability of output given mutable and any other immutable. 
3. This is Equality of Opportunity in Machine learning. 
4. Work towards user experiences that are agnostic to variations across sensitive 

attributes, unless it’s an attribute that should be treated differently (e.g., accessibility, 
neuroatypicality). 

a. One way to do this is to swap correlated behaviors for one subgroup into the 
behaviors for another subgroup; do this round-robin so that each subgroup has 
representations for behaviours correlated with another subgroup’s behavior. 

b. The probability of q across these swaps should remain the same. 
c. To be tested regularly, e.g., every week. 

 
Step 2.  If a static attribute remains relevant, ML Technique: fine-tune or retrain the model with 
the addition of the observed user behavior types as additional attributes. 

Testing Significance 
● tl;dr:  Testing significance on the same data more than once requires correction to 

handle increased chances of finding significance with multiple tests.  Methods to handle 
this include: 

○ Bonferroni Correction (ML Technique):  For your desired p-value, simply divide by 
the number of tests you are running.  So, if your p=.05, and you number of tests is 
10, then your Bonferroni-corrected p-value is: .05/10 = .005 

■ Bonferroni-corrected p-value = given p/number of tests 
○ Fisher’s Combination Test 

● For any test you run to be scientifically valid, you must see if the null hypothesis can be 
rejected.  The null hypothesis simply states that the observed differences between 
groups are due to random chance. 

○ Example Null Hypothesis:  There is no statistically significant relationship between 
the number of features and precision on subpopulations A and B.  

○ Example Null Hypothesis:  Model is equally good for all users. 
● From the null hypothesis, you can derive the alternative hypothesis: 

○ Example Alternative Hypothesis:  This is a statistically significant relationship 
between the number of features and precision on subpopulations A and B. 

○ Example Alternative Hypothesis:  Model is not equally good for all users. 
● When you test significance, you are essentially asking “how likely is it that these 

observations are due to random chance?”.   
● However, the more you test significance, the more the chances of finding significance 

increases.  This is also known as p-hacking, and has been written about extensively.  Use 
the Bonferroni Correction or similar to correct for this. 

 

https://en.wikipedia.org/wiki/Data_dredging
https://arxiv.org/abs/1610.02413
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● Monte Carlo Simulation: Look at different slices/views of data and measure there. 
Under the assumption of equitability/fairness across predictions, we would find that 
accuracy is roughly the same across different simulations. 

● Once we discern that something is not due to random chance, turn to:  Is this because 
that subsample is intrinsically hard, or extrinsically hard? 

 

Research Approaches for Fairness  
Ordered so that more straightforward work is at top, more speculative work closer to bottom. 

Latent Attributes 
ML Technique: Train models to predict attributes for each labeled prediction, then explore the 
attribute predictions on the valtest set to dig into what assumptions the model is implicitly 
making, and how this differs across groups. Adjust model to expliclity model and address these 
attributes when making predictions.   

○ This can be done in a multi-task learning framework, where several things are predicted, 
including the target category and a relevant subgroup. 

○ For example, given a model that predicts “professor”, fine-tune it to predict subgroups 
that are relevant to fairness groups, such as “gender”, by predicting the fine-grained 
subgroups of, e.g.,  “male” and “female”. 

■ If “professor” and “male” predictions align, or the average of the last hidden 
layers for each are close together in vector space, then you know your model is 
biased in that direction. 

Equalized Odds 
[Modified from Equal Opportunity paper]  
Based on protected attributes.  We say that a predictor   satisfies equalized odds with respectY

︿

 
to protected attribute   and outcome if   and  are independent conditional on .A Y

︿

A Y   
Unlike demographic parity, equalized odds allows   to depend on   but only throughY

︿

A  
the target variable  . As such, the definition encourages the use of features that allow toY  
directly predict  , but prohibits abusing   as a proxy for  .Y A Y    

As stated, equalized odds applies to targets and protected attributes taking values in any 
space, including binary, multi-class, continuous or structured settings. The case of binary 
random variables  ,  and   is of central importance in many applications, encompassing theY Y

︿

A  
main conceptual and technical challenges. As a result, we focus most of our attention on this 
case, in which case equalized odds are equivalent to:  

 

y 0, }  P Y  | A , Y(︿

= 1 = 0  = y) = P Y  | A , Y(︿

= 1 = 1  = y) ,  ∈ { 1  

 

 

https://arxiv.org/pdf/1610.02413.pdf
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For the outcome  , the constraint requires that  has equal true positive rates across they = 1 Y
︿

 
two demographics and . For  , the constraint equalizes false positive rates. TheA = 0 A = 1 y = 0  
definition aligns nicely with the central goal of building highly accurate classifiers, since  YY

︿

=  
is always an acceptable solution. Equalized odds enforces that the accuracy is equally high in 
all demographics, punishing models that perform well only on the majority. 
 

Equal Opportunity 
Based on protected attributes.  A relaxation of equalized odds, requiring non-discrimination only 
within the “advantaged” outcome group; say when  . This leads to a relaxation of ourY = 1  
notion that we call “equal opportunity”. 
 
We say that a binary predictor  satisfies equal opportunity with respect to  and  ifY

︿

A Y   

 P Y  | A , Y(︿

= 1 = 0  = 1) = P Y  | A , Y(︿

= 1 = 1  = 1) .  

 
Equal opportunity is a weaker notion of non-discrimination, and thus typically allows for stronger 
utility (see case study below). 
 
A score   satisfies equalized odds if   is independent of   given   . If a score obeysR R A Y  
equalized odds, then any thresholding  of it also obeys equalized odds (as does anyY

︿

= I {R }> t  
other predictor derived from   alone).R  

Entropy Measures 
A number of algorithms leveraging entropy (e.g., cross-entropy error, perplexity, surprisal, KL 
divergence) can be used to stress-test how well different trained models are fit to the training 
data in each group by comparing these metrics across different batches within a group. 

Variance 
Looking at within-group variance, as well as entropy differences within different subgroups, can 
help to define which groups might benefit from having some instances move to another 
cluster/group membership, or new cluster/group membership  

Reporting Bias 
[Adapted from Reporting Bias paper] 

● Train models to predict latent (sparsely labelled) attributes that may or may not be 
observed/annotated/mentioned. 

○ Examples:  sexual, emotional, violent 
● A human-biased prediction h can be factored as: 

 

http://www.cv-foundation.org/openaccess/content_cvpr_2016/papers/Misra_Seeing_Through_the_CVPR_2016_paper.pdf
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○ Presence v – Is the object present? 
○ Relevance r – Is the object relevant for a human? 

 
 
 

How relevant is the concept, given presence status? Is concept present?

 

This builds up the “latent” model of whether the concept is present or not -- even if it’s not 
explicitly mentioned/annotated.  

Prediction Bias 
Compute and compare prediction bias for different subgroups. It is reasonable to compute and 
compare prediction bias E[H(X) | A] - E[Y | A] across suitably large populations A. 

Area Between F*R Rates 
A model tested on a particular subgroup, vs. a model tested on the rest of the data with that 
subgroup removed, will show different rates of change as the amount of training data increases. 
 

Table 2.  Example different rates of 
improvements in subgroup 
predictions (target-subgroup) vs. 
predictions for the full dataset. 

 
The difference between the slope 
of the rest-of predictions and the 
target-subgroup predictions 
provides a direct measure of the 
equitability of data increase. 

GANs to Augment Training data  
Use generative adversarial network training with minibatch discrimination (to improve sample 
diversity) within each subgroup.  As in regular GAN training, the generator creates additional 
faces for each batch within a cluster, and the discriminator tries to distinguish whether the 
faces have been artificially generated, or belong to the cluster.  Once the model is done training, 
we can use the network to then generate new training instances to subgroups. 
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Note that it is difficult to measure a classifier’s performance when the evaluation data is very 
small, since a small amount of evaluation data is not necessarily going to be a representative 
sample of the population. The approach would be to hold out as much testing data as possible 
(of real data), while training on the synthetic GAN data.  

CycleGan 

Models like CycleGAN can literally turn apples into oranges. We could use something like 
CycleGAN to turn records from one subgroup into their equivalent from another subgroup. This 
would allow you to ask questions like "would this person have been granted parole if they 
belonged to a different race?" etc. 

Appendix 

Common evaluation metrics for classification-based systems 
 

● False Positive Rate, FPR = FP/(TN+FP) 
○ “Fall Out” 
○ “Probability of False Alarm” 
○ This metric measures how often the system makes predictions that 

should not be made. 
● False Negative Rate, FNR = FN/(TP+FN) 

○ “Miss Rate” 
○ This metric measures how often the system misses predictions that 

should be made. 
● Precision = TP/(TP+FP) 

○ This metric measures that, for all the predictions made, how correct they 
are. 

● Recall, Sensitivity, True Positive Rate = TP/(TP+FN) 
○ This metric measure that, for all the predictions made, how much is being 

left out. 
● Specificity = TN/(TN+FP) 

○ This metric measures that, for all predictions made, how much is correctly 
left out. 

● Mean Average Precision (mAP) 
○ This metric measures the mean of the average precision scores for each 

query.  
● F-score (F1) = 2 * (Precision * Recall) / (Precision + Recall) 

○ This metric measures the harmonic mean of precision and recall, with 
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both equally weighted.   
○ Other harmonic mean F-scores could weight them differently, e.g., 

prioritizing precision by not recall. 
● Receiver Operating Characteristic (ROC) Curve 

○ Graphical plot for False Positive Rate and True Positive Rate 
● Area Under the ROC Curve (AUC)  

○ This metric measures the area under the ROC curve -- is used as a 
measure of accuracy. 

 

False Positive Cases 
When FPR for a given category y is high for some subgroup, the model is overpredicting y for 
that subgroup.  This happens for either subgroup attributes, when the model is overpredicts an 
attribute is present for a subgroup, or subgroup identity, when the model overpredicts that a 
subgroup is present when it is not. 
 

  

Case 1  Case 2  Case 3  Case 4 

Subgroup 
Attributes, 
Binomial 

Subgroup 
Attributes, 
Multinomial 

Subgroup Identity, 
Binomial 

Subgroup Identity, 
Multinomial 

The model incorrectly guesses that an 
attribute of a subgroup is present when it 
is not. 

The model incorrectly guesses that a 
particular subgroup is present when it is not. 

Examples 

For instance of subgroup_a, model 
incorrectly guesses that the instance is 
“toxic” (when it is not). 

For an instance of subgroup_b, model 
incorrectly guesses that subgroup_a is 
present (when it is not). 

category: is_toxic 
values: True, False 
ref: is_toxic=False  
y: is_toxic=True 

category: is 
values: toxic, 
awesome, so-so 
ref: is=awesome 
y: is=toxic 

category: sub_a 
values: True, False 
ref: sub_a=False 
y: sub_a=True 

category: 
subgroup_id 
values: sub_a, sub_b, 
sub_c 
ref: 
subgroup_id=sub_b 
y: subgroup_id=sub_a 

For instance of 
subgroup_a, 
category “holding 

For instance of 
subgroup_a, 
category “holding”, 
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flowers”, model 
incorrectly 
guesses that they 
are holding flowers 
when they are not. 

model incorrectly 
guesses that the 
value is “flowers” 
when it is not. 

category: 
holding_flowers 
values: True, False 
ref: 
holding_flowers=F
alse 
y: 
holding_flowers=T
rue 

category: holding 
values: flowers, 
puppies, plates 
ref: holding=puppies 
y: holding=flowers 

   

 

False Negative Cases 
When FNR for a given prediction category y is high for some subgroup, the model is 
underpredicting y for that subgroup. 
 

  

Case 1  Case 2  Case 3  Case 4 

Subgroup Attributes, 
Binomial 

Subgroup Attributes, 
Multinomial 

Subgroup Identity, 
Binomial 

Subgroup Identity, 
Multinomial 

The model regularly incorrectly guesses that an 
attribute of a subgroup is not present when it is. 

The model regularly incorrectly guesses that a 
subgroup is not present when it is. 

Examples 

For an instance of subgroup_a, the model incorrectly 
guesses that people from a particular subgroup are 
not holding flowers when they are. 

For an instance of subgroup_a, the model 
incorrectly misses that subgroup_a is present. 

category: 
holding_flowers 
values: True, False 
ref: 
holding_flowers=True 
y: holding_flowers=False 

category: holding 
values: flowers, puppies, 
plates 
ref: holding=flowers 
y: holding=puppies 

category: subgroup_a 
values: True, False 
ref: subgroup_a=True 
y: subgroup_a=False 
 

category: 
subgroup_id 
values: subgroup_a, 
subgroup_b, 
subgroup_c 
ref: 
subgroup_id=subgro
up_a 
y: 

 



 
Privileged & Confidential 

subgroup_id=subgro
up_b 
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Vanguard Projects
These projects have committed to making fairness a P1,
going above and beyond to ensure Google's products work
for everyone.

Infrastructure

Scorecard

Establish proactive-oriented best-practices and
the formal process framework to support fair
and inclusive ML development; lowering risk,
opening up opportunities for market growth,
and making remediation easier, should
unfairness arise.

Project POC: 

Infrastructure

Subgroup Discovery

Demographic subgroupings using self-identi�ed
seed data, for model analysis that protects
access to unique users. Discovery of
demographic subgroups in data that have not
been annotated.

Project POC: 

Production

Display Ads Quality Signals

Correct or mitigate unfair inferences used in
Display Ads targeting.

Project POCs:  and 

Production

FaceNet

False Negative Rate (FNR) for non-white faces
comparable to white faces.

Project POC: 

Production

 

Infrastructure

Fairness Policy

Establish the company-wide normative and
value-based positions necessary for teams to
pursue fairness work. These company-wide
policies will be complimentary to the Scorecard,
and include positions on risk identi�cation,
sensitive subgroups, and incident response.

Project POC: 

Production

Meeting Room Intelligence

Ensure a successful launch of an inclusive vieo
conferencing product in the fall 2017, including
auto-zoom functionality and image quality that
performs well across subgroups.

Project POC: 

Production

YouTube Restricted Mode

Ameliorate unnecessary �ltering of LGBTQ
content in Restricted Mode and expand work to
other YouTube classi�ers.

Project POC: 

Production

YouTube recommendations

Improving recommendation models to better
serve underserved demographics (females and
users 35+).

Project POC: 

The
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Production

Conversation-AI

Mitigating false positives for non-toxic
comments that contain language related to
protected classes.

Project POC: 

Production

FaceSDK and Human Sensing

A ributes

Accuracy of face/person understanding
components used in VSS, Mobile Vision, Cloud
Vision APIs with regard to demographic
variables (race, age, gender).

Project POC: 

Infrastructure

Bias analytics tools for use in vision

model development process

Demographic classi�iers for model analysis,
diverse datasets for all widely used visual
human understanding components.

Project POC: 

Production

Links

MomentQuality score unaffected by gender or
race.

Project POC: 

Production

Image Search results

Mitigate result sets that are unrepresentative or
offensive in the way they manifest societal
stereotypes and/or historical unfairness.

Project POC: 

Production

Sma  Reply

Mitigate unwanted and unwarranted subgroup
inferences in suggested replies.

Project POC: 

Infrastructure

Data labeling pipeline

Measuring and Reporting Data Diversity for
Machine Learning.

Project POC: 

What quali�es as a Vanguard Project?

A focused and strategic fairness effort with a dedicated project point-person.
We are committed to supporting these teams in every way possible, including
gaining support from senior leadership, tracking and publicizing progress, and
building out a case study to share processes, �ndings, outcomes, and
recommendations.

Vanguard Projects fall into the following three categories:

Production: Increasing fairness for a speci�c measureable facet of a product.

Research: Surfacing actionable and measurable fairness opportunities for
one or more products.

Infrastructure: Providing reusable and scalable fairness componentry for one
or more products.

Ready to be on the fairness vanguard?

The

ML
Fairness
Project

GET INVOLVED
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Marco Andreetto
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Divya Tyam

Cathy Edwards
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If you'd like to discuss a project that you or your team are embarking on, have
a proposal you'd like to discuss, or have an interest in getting involved as a
contributor, please contact us at .

The

ML
Fairness
Project

GET INVOLVED

ml-fairness-leads@
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Resources

The de�nition articulates the range of algorithmic unfairness that can occur in
products, and establishes a shared understanding and language for internal
efforts related to this issue.

Google strives for algorithmic fairness across products. This document starts
to outline the nitty-gritty of how we can measure and bolster optimally equal
experiences for users—at the level of the math, algorithms, and code.

Describing best practices for communicating on topics related to the
inclusion, fairness, and transparency of machine learning algorithms;
guidance for creating, reviewing, and sharing documents related to ML
Fairness; and when and how to maintain attorney-client privilege.

Planning to present or write about ML Fairness? As an AI-�rst company,
Google aims to develop the bene�ts of machine learning for everyone.
Building inclusive algorithms, datasets, and products is crucial to this mission.
The PR/Comms team provides guidance on how to best deliver your
message.

Whether seeking to improve performance of ML systems, combat problems
with ML fairness, conduct research into model behavior, or deploy ML in
products in a non-trival way, gaining better understanding of models can be
extremely valuable. While there is no one-size-�ts-all approach and many open
areas of research, there are also many useful tools that exist today.

A growing list of available tools to help train, interpret, visualize, and debug
models in service of fairness.

The

ML
Fairness
Project
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The Glassbox group has developed ML algorithms to help ensure fairness.

At the heart of the approach is the idea that individuals who qualify for a
desirable outcome should have an equal chance of being correctly classi�ed
for this outcome.

Based on years of prior experience using ML at Google, in systems such as ad
click prediction and the Sibyl ML platform, the TFX team have developed a set
of best practices for using machine learning systems. They present these
practices as a set of actionable tests, and offer a scoring system to measure
how ready for production a given machine learning system is.

The

ML
Fairness
Project

GET INVOLVED

Glassbox

Equality of Oppo unity in Machine Learning

ML Test Ce i�ed
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ML Fairness Communication Best Practices 
 

Scope.  
This document describes best practices for communicating on topics related to the inclusion, fairness, 
and transparency of machine learning algorithms; guidance for creating, reviewing, and sharing 
documents related to ML Fairness; and when and how to maintain attorney-client privilege. 

Introduction.  
When we talk about fairness, we can find ourselves getting into some pretty challenging—and often 
sensitive—topics. These issues are rooted in our individual and collective histories, our cultures, and our 
unconscious biases, so by definition there is no ‘silver bullet’. But when we work toward fairness, we can 
slow down and be more mindful of our assumptions, with the goal of making conscientious choices. We'll 
make mistakes along the way, though, even with the best of intentions. And we'll do our best to learn from 
them. So when unwanted bias manifests in a model to the detriment of a user's experience, let's agree to 
be constructive, and trust that our peers will respond from a place of understanding. This makes the 
environment for addressing fairness in our work a whole lot more comfortable and productive for us all. 
So before we even begin, let's agree to create a safe space together, and understand that this is hard 
work for all of us. 
 
We can start with some important points to remember: 

1. First, please avoid accusing a product or feature. A person worked on that—they put time and 
energy into it. So let's focus on the user's experience of the product or feature, with the 
assumption that the person who made it had the best of intentions. Take time to offer specific, 
constructive observations on how it could be improved, along with feedback that can help make 
real, positive change happen. 

2. Second, fairness is subjective and uniquely experienced by every individual in each case; there is 
no "perfect". So, let's use the language of "more"—more inclusive; more fair—to frame our work 
as enabling us to create products that are more useful and more accessible for more people.  

3. Lastly, keep in mind that words like "unfair", “prejudicial”, or "discriminatory" can also mean or 
imply specific concepts under the law. We should avoid using these terms when describing our 
products and services. When writing or presenting about ML Fairness (e.g., tech talk, EngEDU 
class, workshop facilitation, blog post, etc.), please do your best to respect the implications of 
using those terms. 

Communicating on ML Fairness Topics 
Focus on inclusion while remaining objective and neutral. 

● Frame communications and publications in terms of machine learning practices that are designed 
to encourage and increase inclusion. We are always striving to improve user experiences and 
make the world’s information accessible and useful to everyone. So it’s best to frame our efforts 
in the context of inclusiveness. Also, our research publications can set a constructive tone with 
the academic and research community and guide the external discussion with wording that’s 
focused on processes more than outputs, as well as specific evaluation metrics and 
measurements rather than general statements of unfairness or bias. 

 
● Avoid making guarantees or promises to our users about how inclusive our products and features 

can or will be. We should not claim in our external communications to be able to "ensure" or 
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"guarantee" full inclusion or complete fairness in our products or services. We can always 
improve our products and services and the user’s experience. 

● Where possible, consider using generic subgroups when referring to or dealing with sensitive 
categories like race or gender, especially if the goal is just to identify differences. That said, in 
some instances, it may be necessary to refer to specific subgroups, and in those cases, please 
work with pcounsel and Policy on identifying the appropriate groups and usage. 

● Remain factual, neutral, objective, and specific in statements about our products. Again, we 
should be respectful of the consideration and effort that others have put into their work, so offer 
specific observations and objective feedback that is actionable. In turn, try to avoid feedback that 
characterizes our products as unfair, unjust, prejudicial, giving preferential treatment of, or 
discriminatory as those terms can also have a legal meaning or be taken out of context by 
external parties (e.g., regulators, press, litigants, etc.) as admissions of fault or wrongdoing.  
Pointers: 

○ State facts (with working links to sources) rather than opinions. 
○ Use objective measures for comparisons and reference observed product behavior 

against clear criteria and not subjective statements. 
○ Make sure statements are accurate and specific. 
○ Don’t speculate on harm to users. If you think it’s necessary to identify the potential 

effects on individuals as justification for remediation, please include your pcounsel on the 
communication following the guidance below (including asking for Legal review). 

Examples: 
■ E.g., The following statement “offensive content associated with race A is high” 

could be more specific, like “ in Product L, offensive content associated with 
group A occurs X times more often compared to group B, due to the presence of 
G and H on publisher websites.” The second statement limits the scope to a 
particular product (not all Google products), gives scale (X times more), identifies 
the potential data influencing the algorithm, and tries to use a generic subgroup if 
possible.  

■ E.g., The following statement: “targeting those ads to category A is unfair and 
promotes wrong social norms hurting those users and lowering their self-esteem” 
is vague, overly broad, assumes a norm, speculates on harm, and could be more 
specific like: “when advertisers target abc type of ads in Product L based on 
category X, we observe that less advantageous ads (defined below) are 
displayed N times more often than advantageous ads, leading to a less desirable 
user experience because a less advantageous ad doesn’t offer xyz.” Notice, 
rather than speculating on how an observed behavior may harm a user 
personally, the second statement focuses on how we can offer a better user 
experience in the context of our products. In general, we should try to focus on 
acceptable product behavior and a good user experience in the context of our 
product policies when identifying instances that may need remediation. Some 
educational materials may want to highlight the potential effect certain observed 
algorithmic behavior may have on individuals to illustrate why remediation is 
necessary, but those materials should be reviewed by pcounsel and Policy. The 
second statement also limits the scope to a particular product and gives scale (N 
times). It would be better to also frame why the ads were less advantageous in 
the context of our product policies to be more objective.  

■ E.g., The following statement “(Image) search results are unfairly amplifying bias 
in society and negatively affecting attitudes towards M” is vague, overly broad, 
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assumes an abstract harm, and could be more specific like “(Image) search 
results for [text] showed race A in X cases, while the results for T showed race B 
in Y cases, leading to a less favorable user experience for race B users because 
of the greater association with [text]. This may be caused by xyz content 
appearing on abc sites.” The second statement makes the observation in a 
factual statement in the context of a good/bad user experience and identifying 
the potential external cause.  

● Be respectful and thoughtful in your choice of words when describing data or observed product 
behavior, especially when it involves sensitive categories of data like race, gender, religion, and 
ethnicity. 

Creating, Reviewing, and Sharing Documents Related to ML Fairness 
Please ask pcounsel for legal review of your documents when appropriate.  

● Try to give Legal reasonable time to review your document. Examples of documents that should 
be reviewed by pcounsel include drafts of: definitions, policy, terminology, case studies, examples 
of incidents, decision steps for remediation, evaluation checklists, incident reporting tools, and 
comms. 

● Mark drafts as “Privileged and Confidential,” both in the title and header of the doc, which can 
help our litigation team identify and filter the document so we don’t accidentally turn it over to the 
other side in a litigation matter or regulatory investigation. 

● Grant pcounsel Editing or Suggestion rights to the doc and share the doc directly with each 
individual (not with aliases or a link accessible to all of Google). 

● Share the doc with pcounsel with a statement that you are seeking Legal review of the doc and 
follow the tips below for maintaining privilege on the doc. The doc won’t be privileged until you 
seek advice from Legal, so considering sharing sensitive drafts early. 

● If you think a draft is final, please confirm the draft with pcounsel and PR and discuss your 
intended audience and channel(s) for wider distribution. Then share a copy of the doc that 
doesn’t include the legal comments or advice. 

Maintaining Attorney-Client Privilege 
The privilege only protects communications to and from lawyers for the purposes of seeking legal 
advice. 

● Legal privilege keeps communications between an attorney and client secret, and when we are 
confronted with a legal demand for such communications (e.g., when we receive a litigation 
discovery request or a demand that the lawyer testify under oath) we can assert the privilege as a 
defense to providing that communication.  

● Always include pcounsel on the to: line when seeking legal advice or when passing along legal 
advice you received. Just adding pcounsel to an email or document doesn’t guarantee that it will 
be protected by the privilege, and it doesn’t make the privilege apply retroactively to earlier emails 
or drafts. Also, be careful of threads that start diverging from the original legal question. If you 
start adding new people to the thread (e.g., to address a separate topic) or forward it to others, it 
could break privilege. 

● Clearly indicate you are seeking legal advice in your communications, both by marking the email 
as "Privileged and Confidential", “Privileged”, or “Attorney-Client Privilege.” and by indicating in 
the email "Adding Legal for their advice", “Seeking your legal review” or something similar when 
you include pcounsel. There are no magic words that will always make a document privileged, but 
it’s helpful to identify documents that might contain privileged material. 

3 
Privileged and Confidential 



ML Fairness Communication Best Practices 
 

● Limit the distribution of privileged emails/documents to a need-to-know audience internally. Do 
not copy aliases unless absolutely necessary to convey the information. Never send privileged 
emails outside of Google (except to Google’s outside lawyers), which will break the privilege.  

● Ask pcounsel to share Legal advice, and don’t summarize or comment on  the legal advice you 
receive with others.  

● Always communicate with care. The privilege is not absolute, isn’t recognized in all jurisdictions, 
and only applies to legal advice (not business advice). So when communicating about particularly 
sensitive topics like these, imagine someone outside of Google eventually reading your email, 
presentation, or other communication (e.g., press, lawyers, etc.) and how your language might 
come across to them. 

○ Not all countries recognize attorney-client privilege with respect to in-house attorneys. 
For example, the EU generally does not recognize attorney-client privilege to include 
in-house counsel and China and Japan generally don’t recognize the privilege at all. This 
means that documents that are privileged in the U.S. may have to be produced to foreign 
government agencies in their investigations. (Note, communications with outside counsel 
in the EU giving or getting legal advice are privileged in the EU, and should be clearly 
marked as "Outside Counsel Advice.") 

● Don't offer legal opinions in communications or speculate on the outcome of ongoing 
investigations or litigations, whether they involve Google or other companies. If you have 
questions about legal matters, please ask your pcounsel. 

● When in doubt, consider an in-person/VC meeting with pcounsel rather than email, especially to 
discuss sensitive topics like: 

○ instances of potential harm to our users or discrimination in our products; and 
○ how to choose labels for sensitive categories like race, gender, ethnicity, and religion. 

Also, keeping your pcounsel up to date on activities, like sprints, case studies, etc., can help 
ensure that an attorney is present to handle legal questions or maintain privilege on the 
discussions. 

4 
Privileged and Confidential 







go/seeds-of-change                  mmitchellai@      Google Confidential

Seeds of Change
Root causes of algorithmic unfairness, and a path forward



A quick recap
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At a high level, where is 
unfairness creeping in?



Within the 
data

Reporting bias

Selection bias

Overgeneralization bias

Out-group homogeneity bias

Stereotypical bias

Historical Unfairness

Implicit associations

Implicit stereotypes

Prejudice

Group Attribution error

Halo effect



Within the 
data

Data collection and 
annotation

Reporting bias

Selection bias

Overgeneralization bias

Out-group homogeneity bias

Stereotypical bias

Historical Unfairness

Implicit associations

Implicit stereotypes

Prejudice

Group Attribution error

Halo effect

Sampling error

Non-sampling error

Insensitivity to sample size

Correspondence bias

In-group bias

Bias blind spot

Confirmation bias

Subjective validation

Experimenter’s bias

Choice-supportive bias

Neglect of probability

Anecdotal fallacy

Illusion of validity

Automation bias



Within the 
data

Data collection and 
annotation

Reporting bias

Selection bias

Overgeneralization bias

Out-group homogeneity bias

Stereotypical bias

Historical Unfairness

Implicit associations

Implicit stereotypes

Prejudice

Group Attribution error

Halo effect

Sampling error

Non-sampling error

Insensitivity to sample size

Correspondence bias

In-group bias

Bias blind spot

Confirmation bias

Subjective validation

Experimenter’s bias

Choice-supportive bias

Neglect of probability

Anecdotal fallacy

Illusion of validity

Automation bias

Training and 
evaluation

Evaluation metric

Features

Objective Function

Model architecture

Variables

Tasks

Hyperparameters



Training and 
evaluation

Within the 
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Reporting bias
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Overgeneralization bias
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Implicit associations
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Data collection and 
annotation



We use data to estimate how 
likely different things are



Stereotypical bias



A man and his son are in a terrible accident and 
are rushed to the hospital in critical care.

The doctor looks at the boy and exclaims "I can't 
operate on this boy, he's my son!"

How could this be?
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A man and his son are in a terrible accident and 
are rushed to the hospital in critical care.

The doctor looks at the boy and exclaims "I can't 
operate on this boy, he's my son!"

How could this be?

 “Female doctor”



 “Female doctor” “Doctor”



The majority of test subjects overlooked the 
possibility that the doctor is a she—including men, 

women, and self-described feminists.

Wapman & Belle, Boston University

https://www.bu.edu/today/2014/bu-research-riddle-reveals-the-depth-of-gender-bias/


Reporting bias





Real-world diversity 
among surgeons

81% 19%
 Male  Female

SOURCE

Statistics on the Number of Women Surgeons in the United States

https://www.thebalance.com/number-of-women-surgeons-in-the-us-3972900


Word Frequency in corpus

“spoke” 11,577,917

“laughed” 3,904,519

“murdered” 2,834,529

“inhaled” 984,613

“breathed” 725,034

“hugged” 610,040

“blinked” 390,692

“exhale” 168,985

World learning
from text

Gordon and Van Durme, 2013 
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“laughed” 3,904,519

“murdered” 2,834,529

“inhaled” 984,613

“breathed” 725,034

“hugged” 610,040

“blinked” 390,692

“exhale” 168,985

World learning
from text

Gordon and Van Durme, 2013 



Top results show historical unfairness, 
implicit associations, and implicit 

stereotypes reflected in Reporting Bias



We tend to mention and share things that are 
outside of our expectation of day-to-day norms; 

ignoring the things that “go without saying”.
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SOURCE

Johnson, Heather L. 2016. Pipelines, Pathways, and Institutional Leadership: An Update on the 
Status of Women in Higher Education. Washington, DC: American Council on Education



SOURCE

Johnson, Heather L. 2016. Pipelines, Pathways, and Institutional Leadership: An Update on the 
Status of Women in Higher Education. Washington, DC: American Council on Education

Gender diversity among 
tenured Professors

70% 30%
 Male  Female



Where did the 
women go?





Model is trained and 
evaluated

Media are filtered, 
ranked, aggregated, 

or generated

Training data are 
collected and 

annotated



INSIGHT: EVALUATION METRIC

The Confusion Matrix
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Model doesn’t predict it

True Negatives
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False Positive

(Type I error)

False Negative

(Type II Error)

You’re not 
pregnant

You’re 
pregnant

Evaluation Metric:  Error trade-offs



Real World Example:

Error trade-offs
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● Trying to detect suicide risk
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not to have False Positives
○ Predicting suicide risk when there is not a risk
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Real World Example:

● Project working with clinicians for 
mental health

● Trying to detect suicide risk
● For patient trust (and sanity), important 

not to have False Positives
○ Predicting suicide risk when there is not a risk

● Prioritize True Positive Rate at a low 
False Positive Rate

Error trade-offs



Choose your evaluation metrics in 
light of acceptable tradeoffs between 
False Positives and False Negatives.



TOOL: EVALUATION METRICS

Lantern:  Guided 
Model Analysis



Model Evaluation 
+ 

Data slicing 
= 

Better Understanding of 
Disproportionate 

Outcomes  



Colab
Start



go/lantern-eval-colab

https://g3doc.corp.google.com/intelligence/lantern/g3doc/codelab-eval-colab.md?cl=head


INSIGHT: FEATURES

Word embeddings



Word embeddings represent each word as a vector.
    →
woman: 

Common ML Feature:  Word Embeddings



Word embeddings represent each word as a vector.
    →
woman: 

Allows us to calculate similarity between words.

woman    

aunt               uncle

girl boy

man
• •

••

• •

Common ML Feature:  Word Embeddings



Word embeddings represent each word as a vector.

Similarities between embeddings can be found using cosine distance:

 

  →       →
cos(man, woman) = 

______________________
          →             →

||man|| • ||woman||

               →         →
man • woman

Common ML Feature:  Word Embeddings



Word embeddings represent each word as a vector.

Similarities between embeddings can be found using cosine distance.

Similarities between the difference between vectors can also be calculated 
using cosine distance.

→  →     →
g = man - woman
→  →     →
r = king - queen

 

     → →
cos(g, r) = 

_________
 →     →
||g|| • ||r||

       → →
g • r

Bolukbasi, Tolga; Chang, Kai-Wei; Zou, James; Saligrama, Venkatesh; Kalai, Adam (2016).  “Man is to Computer 
Programmer as Woman is to Homemaker?: Debiasing Word Embeddings”.  Proceedings of NIPS.

Common ML Feature:  Word Embeddings

https://arxiv.org/pdf/1607.06520.pdf
https://arxiv.org/pdf/1607.06520.pdf


Word embeddings represent each word as a vector.

Similarities between embeddings can be found using cosine distance.

Similarities between the difference between vectors can also be calculated 
using cosine distance.

This can show us roughly equivalent relationships between words.

 

Bolukbasi, Tolga; Chang, Kai-Wei; Zou, James; Saligrama, Venkatesh; Kalai, Adam (2016).  “Man is to Computer 
Programmer as Woman is to Homemaker?: Debiasing Word Embeddings”.  Proceedings of NIPS.

  →         →           →        →
man - woman ≈ king - queen

Common ML Feature:  Word Embeddings

https://arxiv.org/pdf/1607.06520.pdf
https://arxiv.org/pdf/1607.06520.pdf


Word embeddings represent each word as a vector.

Similarities between embeddings can be found using cosine distance.

Similarities between the difference between vectors can also be calculated 
using cosine distance.

This can show us roughly equivalent relationships between words … including 
unfairness.

 

  →         →           →        →
man - woman ≈ king - queen

  →         →                        →                             →
man - woman ≈ computer programmer - homemaker

Bolukbasi, Tolga; Chang, Kai-Wei; Zou, James; Saligrama, Venkatesh; Kalai, Adam (2016).  “Man is to Computer 
Programmer as Woman is to Homemaker?: Debiasing Word Embeddings”.  Proceedings of NIPS.

Common ML Feature:  Word Embeddings

https://arxiv.org/pdf/1607.06520.pdf
https://arxiv.org/pdf/1607.06520.pdf


Potential Solution:  Debias your embeddings

High-Level:  
1. Calculate the representation of a concept, like “gender”, using word 

embeddings.
2. Subtract this representation from learned word embeddings.
3. Use a hyperparameter to define how much this subtraction effects the 

embedding.

Link to Code

Bolukbasi, Tolga; Chang, Kai-Wei; Zou, James; Saligrama, Venkatesh; Kalai, Adam (2016).  “Man is to Computer 
Programmer as Woman is to Homemaker?: Debiasing Word Embeddings”.  Proceedings of NIPS.

https://github.com/tolga-b/debiaswe
https://arxiv.org/pdf/1607.06520.pdf
https://arxiv.org/pdf/1607.06520.pdf


TECHNIQUE: EMBEDDINGS

Embeddings with 
Tensorflow



Embeddings              
reveal words used in 

similar contexts within 
your dataset.



Colab
Start



go/tf-embedding-colab

http://go/tf-embedding-colab


Embeddings 
Demo

https://g3doc.corp.google.com/ 
engedu/ml/mldays/g3doc/embeddings_demo.md

https://g3doc.corp.google.com/engedu/ml/mldays/g3doc/embeddings_demo.md
https://g3doc.corp.google.com/engedu/ml/mldays/g3doc/embeddings_demo.md
https://g3doc.corp.google.com/engedu/ml/mldays/g3doc/embeddings_demo.md?cl=head
https://g3doc.corp.google.com/engedu/ml/mldays/g3doc/embeddings_demo.md?cl=head


THE JOURNEY CONTINUES

Fairness-Relevant Tools



Google-internal

go/mlx � Suite of tools useful for different aspects of fairness/bias. Some key tools also listed below.

go/tfx �
Codelab

Computes statistics over data for visualization and example validation; anomaly detection; etc.

go/mlx tools � Great list of tools to help visualize different aspects of your model.

go/mlx-lantern �
Codelab

Computes evaluation metrics and loss for slices of your data with visualization.  Interested in adding further support 
relevant to fairness in particular.  Use with go/tfx or Sibyl.  

go/ml-dash � Compare metrics; visualize loss over time; etc.

go/wide-n-deep � Combine the benefits of wide models and deep models (deep learning).

go/multitask � Support multitask (multi-headed) learning.  Predicting several tasks at once can be useful for the tasks to mutually benefit 
one another.  

go/glassbox � Interpretable machine learning.

go/bias Report biased Google products.

http://go/tfx
https://g3doc.corp.google.com/codelab/tfx/g3doc/index.md?cl=head
https://g3doc.corp.google.com/experimental/model_understanding/g3doc/tools.md?cl=head
http://go/mlx-lantern
https://g3doc.corp.google.com/intelligence/lantern/g3doc/codelab-eval-colab.md?cl=head
http://go/tfx
https://sites.google.com/a/google.com/sibyl-landing/?pli=1
http://go/ml-dash
http://go/wide-n-deep
http://go/multitask
http://go/glassbox
http://go/bias


Google-internal

Embedding Projector View how different strings of text pattern with other strings in a high-dimensional space.  

go/mledu-in-embeddings View word relationships in embedding space.

Rank Lab �
Recipes & Best Practices

Supports feature ablation experiments, shuffling.

Fast Feature Ablation � Fast Feature Ablation (FFA) adapts the feature ablation process cpop/jpg developed for SmartASS to an 
implementation suitable for Tensorflow and TF.Learn specifically.

Chain ��
Codelab

Provides easy handling for moving from detection to evaluation.  Includes a face attribute client: Age/Gender/UHS 
estimates (common in semantic scene understanding). 

Affective Computing �� Label images for affective states, emotions, etc.

VSEval ��
Codelab

Flexible infrastructure to acquire, store, and share high-quality ground truth, as well as by offering insightful 
statistics and visualization tools to support such research.

Learning Arbiter ��
Codelab

The Arbiter Perception Eval system is in development! It aims to be a modular service oriented ecosystem built to 
ease up the evaluation of machine perception models.

https://bigpicture.teams.x20web.corp.google.com/projector/index.html
https://goto.google.com/mledu-in-embeddings
https://ranklab.teams.x20web.corp.google.com/doc/index.html
http://go/rl_tfx_stories
https://docs.google.com/document/d/1gRCBJJ4YIcAmw5pwP2_q84f-h0JVgZUke18E_2LPWyo/edit#heading=h.xgjl2srtytjt
http://go/chain
https://g3doc.corp.google.com/photos/vision/object_detection/chain/g3doc/getting-started.md?cl=head
https://g3doc.corp.google.com/company/teams/mobile-vision/human-sensing/affective_computing.md?cl=head
http://go/vseval-docs
https://g3doc.corp.google.com/photos/vision/eval/codelab/g3doc/index.md?cl=head
http://go/learning-arbiter
https://g3doc.corp.google.com/learning/eval/g3doc/index.md?cl=head


Thanks!
dsculley@
mmitchellai@

ML Fairness

Machine Learning, Subgroup Discovery

go/ml-fairness-tools
go/ml-fairness-metrics

https://teams.googleplex.com/u/dsculley
https://teams.googleplex.com/u/mmitchellai
http://go/ml-fairness
http://go/ml-fairness-tools
http://go/ml-fairness-metrics
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THE JOURNEY CONTINUES

Additional Slides



INSIGHT: TASKS

Leverage multiple tasks to 
improve performance across 
different subgroups

go/tf-multitask

http://go/tf-multitask


Single-task Learners
(STL)

Multitask Learner
(MTL)

Motivation from “The Karate Kid”



Single-Task:  Logistic Regression

Output Prediction (Task): 
True or False (for example)

Input Features



Single-Task:  Deep Learning

Fancier!!

Output Prediction (Task): 
True or False (for example)

Input Features



Multiple Tasks with Basic Logistic Regression



Multiple Tasks + Deep Learning:  Multi-task Learning

Task 1      Task 2       Task 9



Multiple Tasks + Deep Learning:  Multi-task Learning 
Example

Depression Anxiety  PTSD

Benton, Mitchell, Hovy.  2017.  “Multi-task learning for Mental Health Conditions with Limited Social Media Data”

https://www.aclweb.org/anthology/E/E17/E17-1015.pdf


Multiple Tasks + Deep Learning:  Multi-task Learning 
Example

Depression Anxiety  PTSD  Gender

Benton, Mitchell, Hovy.  2017.  “Multi-task learning for Mental Health Conditions with Limited Social Media Data”

https://www.aclweb.org/anthology/E/E17/E17-1015.pdf


0.6

0.4

0.2

0.0

True 
Positive 
Rate
@
False 
Positive 
Rate = 0.1

Suicide Risk

~120 at-risk 
individuals

Benton, Mitchell, Hovy.  2017.  “Multi-task learning for Mental Health Conditions with Limited Social Media Data”

Improved Performance across Subgroups

https://www.aclweb.org/anthology/E/E17/E17-1015.pdf


0.6

0.4

0.2

0.0

True 
Positive 
Rate
@
False 
Positive 
Rate = 0.1

Suicide Risk                     PTSD  (minority: very few examples)

Benton, Mitchell, Hovy.  2017.  “Multi-task learning for Mental Health Conditions with Limited Social Media Data”

Improved Performance across Subgroups

https://www.aclweb.org/anthology/E/E17/E17-1015.pdf


Lantern: Guided Model Analysis, including Multi-Task!

go/mlx-lantern

Source Document for Multi-Task Models 

Includes offline model evaluations, computation of metrics on different slices of the data

http://go/mlx-lantern
https://docs.google.com/a/google.com/document/d/15q_ZLUHwPrTrm1XOQ3Re8i_8OQs308ecE8BJ53-UvhQ/edit?usp=sharing


INSIGHT: OBJECTIVE FUNCTION

Visual presence + 
Relevance



Data data everywhere …

100 hours of video 
every minute

dog, chair, pizza, donutdog, chair, pizza, donutOMG Frodo is sitting 
eating pizza and donuts.

#dog #hungry

In the Wild
Image level Bounding  

Box 

300 Million 
images uploaded 

everyday

Facebook flickr



Data data everywhere …
But not many labels to train

Exhaustively annotated data is expensive

dog, chair, pizza, donut dog, chihuahua, brown, chair, table, wall, 
space heater, pizza, greasy, donut 1, donut 2, 

pizza slice 1, pizza slice 2... 



Simple Image Classification

Li
ne

ar

Si
gm

oi
d

Classifier

CNN Ban
an

a

Yell
ow

Output

Input Image Ground
Truth

“Gold standard” Annotation:  Human-biased label yw ∈ {0, 
1}

Prediction hw(yw|I)

w ∈ {banana, 
yellow}

yw

For each w



Factoring in Reporting Bias: Idea

● A human-biased prediction h can be factored into two terms



● A human-biased prediction h can be factored into two terms
○ Visual presence v – Is the concept visually present?
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w ∈ {banana, 
yellow}

Factoring in Reporting Bias: Idea



● A human-biased prediction h can be factored into two terms
○ Visual presence v – Is the concept visually present?
○ Relevance r – Is the concept relevant for a human?
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w ∈ {banana, 
yellow}

Factoring in Reporting Bias: Idea



● A human-biased prediction h can be factored into two terms
○ Visual presence v – Is the concept visually present?
○ Relevance r – Is the concept relevant for a human?

Factoring in Reporting Bias: Idea



● A human-biased prediction h can be factored into two terms
○ Visual presence v – Is the concept visually present?
○ Relevance r – Is the concept relevant for a human?

Label Prediction

Visually correct 
ground truth 
(Unknown)

Available ground 
truth

 (human-biased)

Is concept present?
Given visual presence, 

is concept relevant?

Factoring in Reporting Bias: Idea



End-to-End Approach

SOURCE

Misra, Ishan; Girshick, Ross; Mitchell, Margaret; Zitnick, Larry (2016).  “Seeing through the Human 
Reporting Bias: Visual Classifiers from Noisy Human-Centric Labels”.  Proceedings of CVPR.

http://www.cv-foundation.org/openaccess/content_cvpr_2016/papers/Misra_Seeing_Through_the_CVPR_2016_paper.pdf
http://www.cv-foundation.org/openaccess/content_cvpr_2016/papers/Misra_Seeing_Through_the_CVPR_2016_paper.pdf


 “Female doctor” “Male doctor”



Thanks!
mmitchellai@

ML Fairness

Machine Learning, Subgroup Discovery

go/ml-fairness-tools
go/ml-fairness-metrics

https://teams.googleplex.com/u/mmitchellai
http://go/ml-fairness
http://go/ml-fairness-tools
http://go/ml-fairness-metrics
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Summary

Program Manager for Sojourn: A Journey about Race and its 

Intersections. Learn more at go/sojourn 

Also leading racial equity for AGN. Learn more at go/agn

Managers

Amie Ninh
Racial Equity Strategist

Larry Page • page

CEO, Alphabet

Ruth Porat•ruthporat

SVP and CFO of Googl…
Eileen N… • enaughton

VP, People Operations
Dan…•daniellembrown

Vice President, Employ…
Myo… • myoshamcafee

Founder and Head of C…

Badges 

         

         

         

Public Holiday
Back on: Fri, Jul 6, 2018

9:59 PM
Paci�c Daylight Time




US-MTV-QD4-
1-1E0A

•
Show
neighbors

 amieninh@google.… copy

 Start Hangout

 View Calendar


+1 415-736-
0282

O�ce

OKRs Snippets gThanks

Tenure

2 years, 1 month • May 31, 2016

ID / Type

451994 / Employee

Area

People Operations - Strategy,
Insights and Outreach

Cost center

Amie Ninh
Racial Equity Strategist • amieninh

amieninh@google.com

http://goto.google.com/sojourn
http://goto.google.com/agn
https://moma.corp.google.com/person/page
https://moma.corp.google.com/person/ruthporat
https://moma.corp.google.com/person/enaughton
https://moma.corp.google.com/person/daniellembrown
https://moma.corp.google.com/person/myoshamcafee
http://g/mtv-actionlunch
http://percent.corp.google.com/
http://go/agncore
http://go/agn
https://datastudio.google.com/
http://goto/dfd
https://groups.google.com/a/google.com/forum/#!forum/feministfridays
https://groups.google.com/a/google.com/group/northwestern
http://goto.google.com/gvg
https://grow.googleplex.com/profile
http://go/i-work-at-google-badge
https://goto.google.com/jetset/jetset-hotels
https://docs.google.com/a/google.com/document/d/128goAIYy9lIXfnabTUWZl0QfaXajAx0ON3EJsiUYB98/edit?usp=sharing
https://legend.googleplex.com/stories?q=please+remove+me+from+this+group
https://groups.google.com/a/google.com/forum/#!forum/sfengage
http://go/hotpotatogame
http://go/themondays
http://go/TheOAmazingRace
https://g3doc.corp.google.com/experimental/users/bswolf/snowflake/g3doc/index.md?cl=head
http://g/viet-googlers-core
https://gm1.geolearning.com/geonext/googlecorp/coursesummary.CourseCatalog.geo?id=22507114503
http://homes.googleplex.com/
https://groups.google.com/a/google.com/forum/#!forum/intersectional
https://movestats.googleplex.com/
http://go/noreply-alliance
http://go/ownit
https://goto.google.com/plx-badge-dashboards
https://support.google.com/myghire/topic/7350060
https://badges.googleplex.com/badges/detail/amieninh@google.com
https://campusmaps.googleplex.com/?q=location_id:US-MTV-QD4-1-1E0A
https://campusmaps.googleplex.com/?q=location_id:US-MTV-QD4-1-1E0A
https://campusmaps.googleplex.com/?q=type:person+near:%22username:amieninh%22
mailto:amieninh@google.com
https://moma.corp.google.com/
https://hangouts.google.com/chat/person/104007173915940114769
https://www.google.com/calendar/embed?src=amieninh@google.com&mode=WEEK&showCalendars=0
https://easyokrs.googleplex.com/amieninh
https://snippets.googleplex.com/amieninh
https://gthanks.googleplex.com/#allkudos?u=amieninh
https://moma.corp.google.com/person/page
https://moma.corp.google.com/person/ruthporat
https://moma.corp.google.com/person/enaughton
https://moma.corp.google.com/person/daniellembrown
https://moma.corp.google.com/person/myoshamcafee
https://moma.corp.google.com/
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590: Strategy, Insights and
Outreach

https://goto.google.com/dcg


 

Beginner’s Guide to Protesting 

How to Guide + What to Expect + How You Can Help  

________________________________________ 
 
Purpose of this document: Create a living document to assemble best practices and ensure that 
everyone feels comfortable and pumped about Resist@Google.com marches/protests. Please 

contribute to + comment on this document at will. Don’t feel comfortable, or want to help?  
 

Reach out: 
resist@google.com 

________________________________________ 
 
Quick Reference: 

● What to Bring 
● Do’s and Dont’s 
● Know Your Rights 
● Expert’s Guide to Chanting 

 
Protesting is an important part of Democracy, and it’s important to remember that it’s a proven 
method of enacting civil change. You’re exercising your rights by participating, and while it’s 
energizing to be surrounded by people united by a common cause, it’s more enjoyable and 
safer when you come prepared. Especially if you’ve never participated in a protest, it can be 
daunting. This guide is meant to help you have an effective, safe, and fun time. You should 
leave feeling positive (and maybe tired!) 
 
Check out examples of protest movements which successfully forced real change: Women’s 
Suffrage (Susan B Anthony), Marriage Equality (Harvey Milk), Civil Rights (MLK Jr), Labor 
Movement (Knights of Labor), Boston Tea Party :) and more. 
 
A few quick reminders: 

● The protest is about the cause. Be energetic! Make noise! Participate in the chants! 
Carry a sign! Invite others (even if they don’t work for Google!) 

● Media might be present. So smile, get that hair done, and be sure you’ve got your 
game face on. Nobody wants to be the bored protestor checking their phone on Twitter 

 
What to Bring 

● Clothing/Attire 
○ Weather appropriate clothes -- marching warms you up, but it still might be cold 
○ Comfortable shoes -- you’ll be marching 
○ Sunglasses -- if it’s sunny 

● Other stuff 

mailto:Resist@Google.com


 

○ Water -- you’ll be chanting, shouting, and walking around outside 
○ Food -- bringing a snack will help keep your energy up, and make sure you’re 

fired up for the right reasons, and not just hangry 
○ Sunblock 
○ A Sign -- feel free to make your own, but you don’t need one to participate! 

■ Ideas for signage include “#NoMuslimBan #NoWall” “Don’t Be Evil” 
“Refugees Welcome” “Immigrants Welcome” “Make America Welcoming 
Again” “#GooglersUnite” “Resist” “Never Again” “No Ban No Wall” “This is 
not who we are” “Muslims cure cancer” 

■ Get ready-to-prints signs from go/welcomesigns or this Drive folder 
○ Energy -- See the Expert’s Guide to Chanting for more :) 

 
Do’s and Dont’s 

● Do’s 
○ Have a plan. At least a rough idea of where you’re going and what you’re doing! 
○ Bring a friend. Buddying up is a good way to stay safe, and it makes the debrief 

after more fun. 
○ Debrief afterwards with resist@google.com. What went well? What didn’t? 

How can things be improved for next time? 
○ Talk to the press and express your views. Remember your views are not 

necessarily the views of the company or even those around you. But good 
inspiration can be the signs around you :)  

■ If you’re uncomfortable talking to the press, then don’t! 
○ Be aware of the situation and your surroundings. It’s okay to leave. Don’t feel 

pressure to do something or be somewhere you don’t want to. 
○ Know your rights. 

● Don’ts 
○ No violence. 
○ No shouting obscenities. 
○ Don’t escalate. Keep your responses to any opposition or unexpected reactions 

in check. Emotions can run high, and keeping your awareness about how you 
feel will make  

■ Remember, if you’re a person with relative privilege in a protest, avoid 
escalating. You might unintentionally put less privileged people in higher 
risk situations. 

○ Don’t feel obligated to stop at crosswalks. Be careful! But the point is to 
disrupt, and a crosswalk can split up the group when it’s large 

○ No dangerous routes, even if it’s “on the route.” Watch out for construction, 
heavy traffic, and be aware of your surroundings. 

○ Don’t leave trash! Signs, water, and all the other materials that make for a good 
protest also could make a lot of trash. Be sure to take your litter with you and 

https://drive.google.com/corp/drive/folders/0B2AJYB3Ngny9cW1paGt4OGtka2c
https://drive.google.com/drive/folders/0B6pfDX6vENgyNzJweC1hM1VtWWM?usp=sharing
mailto:resist@google.com


 

 

avoid leaving the protest sign a mess. That’s not the impression we want to 
leave! 

■ Also remember that stuffing trash cans with protest signs after the event 
makes for a sad photo op, so just take it with you. 

 
Know Your Rights 

● Here are a few resources: 
○ National 

■ ACLU’s information on protester rights  
■ National Lawyer Guild’s guide for dealing with law enforcement 

○ State 
■  

 
Expert’s Guide to Chanting 

● There’s nothing more sad than when a protest looks like a quiet group of folks hobbling 
through the streets holding a few rolled up signs. 

● So, do the opposite: 
○ Be energetic! Clap your hands, make noise, chant with the chanting, and 

participate with enthusiasm 
○ You can smile and enjoy the comradery, but also remember that this is a protest. 

So it isn’t the same thing as hanging out with your friends.  
■ The group assembled for a reason. Be that badass photo shouting for 

what they believe in, not that person checking your phone looking bored. 
● Many chants are call and response, this is to keep people in sync, and also has built in 

rest breaks, meaning you can chant longer, and louder. If you’re calling, call into the 
crowd, you’re a minority, and its the crowd that needs to hear you, the response is aimed 
outwards. 

● Example Chants: 
○ What do we want? JUSTICE! When do we want it? NOW! 
○ Oh HEY. Hey OH. That Muslim Ban Has Got To Go. Oh HEY. Hey OH. That… 
○ Show me what democracy looks like? THIS is what democracy looks like 
○ No Ban! No Wall! 
○ No Ban, No Wall, Sanctuary for All 
○ No Ban, No Wall, America’s for All 
○ No Hate, No Fear, Refugees are welcome here 
○ No Hate, No Fear, Immigrants are welcome here 
○ From Palestine to Mexico, All the walls have got to go 
○ One, Two, Three, Four - Bring your Rich, Bring your Poor. Five, Six, Seven, Eight 

- No more Fear, No more Hate 
 

https://www.aclu.org/issues/free-speech/rights-protesters
https://www.nlg.org/category/publications/kyr/

